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1. Introduction

Commercial aviation operations are supported bytweharobably the most complex
transportation system and possibly the most complax-made system in the world.
Airports make up the fixed “nodes” on which theteys is built. Aircraft represent the
very valuable assets that provide the basic tratesjpan service. Passengers demand
transportation between a multitude of origins aastihations, and request specific travel
dates and times. Crews of pilots and flight atéerisl operate the aircraft and provide
service to passengers. These disparate entisgeardinated through a flight schedule,
comprised of flight legs between airport locatiofi$e flight schedule itself defines three
other layers of schedules, namely #weraft schedulethecrew schedulandpassenger
itineraries The aircraft schedule is an assignment of the ie the flight schedule, with
each aircraft assigned to a connected sequenagof to destination flight legs. When
an aircraft carries out a flight between an origa destination airport, it followsflght
plan that defines a sequence of points in the airsggaoegh which it proceeds. The
crew schedule is an assignment of the legs inligi® 5chedule to pilots and flight
attendants, ensuring that all crew movements aneldsdes satisfy collective bargaining
agreements and government regulations. Passestgaides, which represent the end-
customer services, define the familiar itineradessisting of lists of origin and
destination airports together with scheduled ati@wveal departure times. Typically, pilots
and flight attendants have distinct schedules.ifiheraries of a specific crew and a
specific aircraft may coincide for several flighghk, but they, like passengers and
aircraft, often separate at some point during &atglay’s operations.

The fact that a single flight leg is a componens@feral different types of schedules
implies that a perturbation in the timing of ong t&an have significant “downstream”
effects leading to delays on several other ledss Tragility” is exacerbated by the fact
that most of the largest carriers rely heavily ab4and-spoke network configurations
that tightly inter-connect flights to/from many fdifent “spokes” at the network’s hubs.
Thus, any significant disturbance at a hub, rapliells to disruptions of extensive parts
of the carrier’'s schedules. Notable categoriesvehts leading to such disruptions
include:

1. Airline resource shortagesstemming from aircraft mechanical problems,
disrupted crews due to sickness, earlier upstraaramions, longer than
scheduled aircraft turn times caused by lack ofigdoresources to operate the
turn, longer than expected passenger embarkingligsethbarking times, or
delayed connecting crews or connecting passengers.

2. Airport and airspace capacity shortagesdue to weather or to excessive traffic.
Inclement weather is cited as the source of 75%rbhe disruptions in the
United States (Dobbyn 2000).

In 2000, about 30% of the jet-operated flight legene major U.S. airline were delayed,
and about 3.5% of these flight legs were canceldd et al (2003) report for another
major U.S. airline that, on average, a dozen ciaeglisrupted every day. The effects of



these disruptions are exacerbated when appliegtimizedairline schedules, for which
cost minimization and intensive resource utilizatiend to go hand-in-hand. Non-
productive resources, such as idle aircraft ana orethe ground, are costly. Hence,
optimized schedules have minimal non-productiveslack time between flight legs. In
these finely tuned, optimized schedules, delayngft@pagates with no slack to absorb it,
making it very difficult to contain disruptions atmlrecover from their effects. A
mechanical delay affecting a single aircraft cauliein delays to passengers and crews
assigned to aircraft other than those delayediatige interconnectivity of passengers,
crews and aircraft. This network propagation pime@aon explains why weather delays
in one geographical area, delaying flights in antas that area, can result in aircraft,
crew and passenger delays and cancellations itidosdgar removed from the weather
delay. In fact, suclocal delays can impact network operatiaigbally.

The significance of the delay propagation effedliistrated in Figure 1 (reprinted from
Beatty et al 1998). This graphic is based on atyars of American Airlines passenger
and aircraft schedule information. The x-axiskstime of day from early morning to
evening. The y-axis tracks increasing values ahdral flight delay. The color of each
box in the x-y plane corresponds to the multipiiet can be applied to an initial delay to
estimate the impact of delay propagation. For eptapan initial delay of 1.5 hours at
8:00 is colored dark green indicating a delay rpli#r of 2.5. This means that an
original delay of 1.5 hours on a particular flighduces 2.5*1.5 = 3.75 hours in total
flight delay. Note that the delay multiplier inesees with the size of the original delay
and is greatest during the peak morning periods.

The economic impact of disruptions is great. Adaay to Clarke and Smith (2000),
disruption costs of a major U.S. domestic carmeorie year exceeded $440 million in
lost revenue, crew overtime pay, and passengeithbigpcosts. Moreover, the Air
Transport Associatiorhftp://www.airlines.org/econ/files/zzzeco32.htreported that
delays cost consumers and airlines about $6.®mili 2000. These costs are expected
to increase dramatically, with air traffic forecéstdouble in the next 10-15 years. The
MIT Global Airline Industry Programhttp://web.mit.edu/airlines/industry.htjrdnd
Schaefer et al (2005) indicate that, at currentatedrevels, each 1% increase in air
traffic will bring about a 5% increase in delays.
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Figure 1.1: Estimation of Delay Propagation Multiplier (fraBetty et al 1998)

In this chapter we consider problems related tartheagement of air traffic and airline
operations for the purpose of minimizing the impaad cost of disruptions. The
considerable system complexity outlined above mékese problems challenging and
has motivated a vibrant and innovative body ofaese We start in Section 2 by
providing background which is essential to underditag the fundamental issues and
motivating the subsequent material. We first revibe “physics” and characteristics of
airspace system elements and airspace operatiandento explain why capacity
constraints are so unpredictable and variable fitagnto day. Of critical importance are
the arrival and departure capacities of airportsictvdepend on weather, winds, and the
number of active runways and their configuration.

Providers of air traffic control services, suchtlas Federal Aviation Administration

(FAA) and Eurocontrol, have responsibility for caktairspace management and as such
are interested in achieving high levels of systeitlevperformance. The two broad
classes of “tools” at their disposal include resitng schedules and air traffic flow
management (ATFM). The former tool, which is teghin Section 3, is strategic in
nature. It seeks to control or influence the aglschedule-planning process by ensuring
that the resultant schedules do not lead to exaessiels of system congestion and
delays. Restricting schedules is particularly iemaging in that the competing economic
interests of multiple airlines must be balanceufakt, recent research in this area has
been investigating the potential use of market-thasechanisms for this purpose,
including auctions and peak-period pricing. Theosel tool, ATFM, is tactical in nature
and is treated in Section 4. ATFM encompassesadarange of techniques that seek to
maximize the performance of the airspace systemngrgiven day of operations, while



taking into account a possibly broad range of ¢gisve events. Many ATFM actions and
solutions involve an allocation of decision-maknegponsibilities between the air traffic
control service provider and an airline. This isstnotably the case for solutions
employing the Collaborative decision making (CDMygdigm, which has the explicit
goal of assigning decision making responsibilityite most appropriate stakeholder in
every case (Section 4.4).

A brief Section 5 describes some simulation motteds can be useful support tools in
understanding and visualizing the impact of certgires of disruptive events on airport,
airspace and airline operations and on air trdlifws, as well as in testing the
effectiveness of potential responsive actions.

Sections 6 and 7 address schedule planning andtapes problems from the airline
perspective. The introductory paragraphs of tegien described several factors, which
lead to the high complexity of these problems. sTdamplexity is compounded by two
additional important considerations:

1. The predominant concern with safety and the sigguifi unionization of crews
that, in combination, have led tloe imposition of a very large set of
complicated constraintsdefining feasibility of flightplans and of flight, aircraft
and crew schedules.

2. The size of airline networks and operationsincluding, in the United States
alone, over 5,000 public-use airports serving @680 (non-general aviation)
aircraft transporting approximately 600 million pasgers on flights covering
more than 5 billion vehicle miles annually
(http://www.bts.gov/publications/pocket_guide tansportation/2004/pdf/entire.
pdf).

The aircraft- and crew-scheduling problem, alsenred to as thairline schedule
planningproblem, involves designing the flight schedule assigning aircratft,
maintenance operations and crews to the schedtie typical size of this problem is so
large that it is impossible to solve it directly targe airlines. Instead, airlines partition it
into four sub-problems, namely: i) schedule genenaii) fleet assignment; iii)
maintenance routing; and iv) crew scheduling. 3ine-problems are solved sequentially,
with the solutions to the earlier, higher-level qarbblems serving as the fixed inputs to
subsequent ones. The schedule generation problemdetermine the flight legs, with
specified departure times, comprising the flightestule. These legs, which define the
origin-destination markets served and the frequemg/timing of service, have
significant effects on the profitability of airlise Given the flight schedule, the fleet
assignment problem is to find the profit maximizaggsignment of aircraft types to flight
legs in the schedule. Where possible, the gdaliisatch as closely as possible seat
capacity with passenger demand for each flight\'éigh the fleeted flight schedule and
the size and composition of the airline’s fleetrgmut, the maintenance routing problem
is to find for each aircraft, a setwfiaintenance-feasible rotations;, routes that begin

and end at the same place and satisfy governmeahiaidine-mandated maintenance



requirements. Finally, given all the schedule giesind aircraft assignment decisions,
the crew scheduling problem is to find the costimining assignment of cockpit and
cabin crews to flights. Crew costs, second onlfp#d costs, represent a significant
operating expense. A detailed description of iHaa schedule planning problem is
provided in Barnhart, Belobaba and Odoni (2003).

From the airline perspective, the focus of thispthais motivated by the fact that,
despite advances in aircraft and crew schedulepigroptimizedplans are rarely, if
ever, executed. Thus, we shall not provide brmaerage of airline schedule planning
but rather focus on the topics that address theldpment of schedules and operating
practices and policies that provide operationalisbbess. In Section 6, we cover the
theme of optimizing airline schedule recovery. Blsociated tools are designed for use
in a near real-time mode to adjust operationsspaase to a variety of disruptions. In
Section 7, we address, by contrast, the more gtcat@pic of developing schedules that
provide operational robustness. This more recesa af study builds upon the long-
standing and well-known body of research on aitaatl crew scheduling described in
the previous paragraph. Finally, in Section 8,caclude with a very general
assessment of the state of research and implenwenirathis subject area.

2. Flow Constraints in the Infrastructure of Commaecial Aviation

The airspace systems of developed nations andnegimnsist of a set of often extremely
expensive and scarce nodes, the airports, and tvaHic managemer(ATM) systems
that provide aircraft and pilots with the meansdeekto fly safely and expeditiously
from airport to airport. The essential compone@fitdTM systems are: a skilled
workforce of human air traffic controllers; orgaaiioon of the airspace around airports
(“terminal airspace”) and between airports (“entecairspace”) into a complex network
of airways waypointsandsectorsof responsibility; procedures and regulations adicwy
to which the ATMsystem operates; automation systems, such as cerspdisplays,
and decision support software; and systems foyicayiout the functions of
communications, navigation and surveillance (CNBictv are critical to ATM. Any
flow constraints encountered during a flight magutefrom an obvious cause (e.g., the
closing down of a runway) or from a set of complgeractions involving failure or
inadequacy of several of the components of the Aystem.

A controlled flightis one for which an approvéiight plan has been filed with the air
traffic managementATM) system. Airline and general aviation operatprepare and

file flight plans usually based on criteria thahsmler each flight in isolation. Air

carriers typically employ sophisticated softwargliding advanced route optimization
programs, for this purpose. Far from being jussf@oftest path” problem, the selection of
an optimal route for a flight typically involvescambination of criteria, such as
minimum time, minimum fuel consumption, and bederconditions for the passengers.
Midkiff, Hansman and Reynolds (2004) provide a thugh description of air carrier

flight planning. By accepting a flight plan, th@ /X system agrees to take responsibility
for the safe separation of that aircraft from #ltley controlled aircraft in the airspace and
to provide many other types of assistance towaedytial of completing the flight safely



and expeditiously. Practically all airline flighasd a large number of general aviation
flights are controlled. The focus of this entifepter is on flow constraints that such
flights often face and on how ATKErvice providers, airport operators and airlines
attempt to deal with them. Figure 2.1 illustratebematically the fact that such
constraints or “bottlenecks” occur when flights departing from and arriving at airports
and when they seek to access certain parts ofrsEaae.
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Figure 2.1: Airspace Flow Constraints

This section will seek to review the “physics” betconstraints, with emphasis on
explaining the causes of two of their most distirectharacteristics — variability and
unpredictability. It is these characteristics thetke the constraints so difficult to deal
with in practice, as well as so interesting for maesearchers. Emphasis will be given to
the specific topic of capacity-related flow constta at major commercial airports, due

to the enormous practical significance and cossequences of these constraints.

2.1. The “Physics” of Airport Capacity

Airports consist of several subsystems, such asays, taxiways, apron stands,
passenger and cargo terminals, and ground accegdexaes, each with its own capacity
limitations. At major airports, the capacity oethystem of runways is the most
restricting element in the great majority of case€his is particularly true from a long-run
perspective. While it is usually possible — allmgitasionally very expensive — to
increase the capacity of the other airport elemémtaigh an array of capital
investments, new runways and associated taxiwaysreegreat expanses of land and
have environmental and other impacts that necéss$itag and complicated approval
processes, often taking a couple of decades orlewger, with uncertain outcomes.

The capacity of runway systenssalso the principal cause, by far, of the mostezxe
instances of delays that lead to widespread schetisiuptions, flight cancellations and
missed flight connections. There certainly haverbiestances when taxiway system
congestion or unavailability of gates and aircpatking spaces have become constraints
at airports, but these are more predictable arestal’he associated constraints can



typically be taken into consideration in ad hocway during long-range planning or in
the daily development of ATFM plans (Section 4)y d@ntrast, the capacity of the
runway system can vary greatly from day to daytedchanges are difficult to predict
even a few hours in advance. This may lead tonstable operating environment for air
carriers: on days when an airport operates abisimal, good-weather capacity, flights
will typically operate on time, with the exceptiohpossible delays due to “upstream”
events; but, with the same level of demand at éineesairport, schedule reliability may
easily fall apart on days when weather conditioedess than ideal.

The capacity of a runway, or of a set of simultarspactive runways at an airport is
defined as the expected number of movements (lgadind takeoffs) that can be
performed per unit of time in the presence of camius demand and without violating
air traffic control (ATC) separation requirement3his is often referred to as the
maximum throughput capacity, Q\ote that this definition recognizes that theuat
number N, of movements that can be performed per unitnoétis a random variable.
The capacityC is simply defined as being equalEfN], the expected value df. The
unit of time used most often is one hour.

To understand better the multiple causes of capaariability, especially its strong
dependence on weather and wind conditions, itéeseary to look at the “physics” of
the capacity of runway systems. It is convenierddansider first the case of a single
runway and then (Section 2.1.4) the case of amysefeseveral runways.

2.1.1. Factors Affecting the Capacity of a SinglRunway

The capacity of a single runway depends on martgfscthe most important of which
are:

The mix of aircraft classes using the airport.

The separation requirements imposed by the Akistem.

The type (high speed or conventional) and locatibexits from the runway.

The mix of movements on each runway (arrivals otgpartures only, or mixed)
and the sequencing of the movements.

Weather conditions, namely visibility, cloud cegiand precipitation.

The technological state and overall performandb®fATM system.

PwpE
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The impacts of 1-4 are summarized below, while ® &are discussed in the more
general context of multi-runway systems in the rsaisection.

Mix of aircraft: The FAA and other Civil Aviation Authorities aroutige world classify
aircraft into a small number of classes for terrharaa ATC purposes. For example, the
FAA defines four classes, based on maximum takevefght (MTOW): “Heavy” (H),
“Large” (L), the Boeing 757 (a class by itself) ddtsmall” (S). Most other Civil

Aviation Authorities have adopted the same or \gmyilar classifications. Roughly
speaking, the H class includes all wide-body jetsl the L class practically all narrow-



body commercial jets — including many of the largew generation, regional jets — as
well as some of the larger commercial turbo-projgiast general aviation airplanes,
including most types of private jets, as well as $maller commercial turboprops and
regional jets with about 35 seats or fewer comphseS class. Thaircraft mixindicates
the composition of the aircraft fleet that is usamny particular runway (e.g., 20% S, 60%
L, 5% B757 and 15% H).

Separation requirements and high-speed exitéte single most important factor in
determining runway capacity is the separation meguoents, which impose safety-related
separations between aircraft that limit the servate of the runway, i.e., its maximum
throughput capacity. For every possible pair oérait using the same runway
consecutively, the FAA and other Civil Aviation Qrgzations specify a set of separation
requirements in units of distance or of time. Eejuirements depend on the classes to
which the two aircraft belong and on the typespdration involved: arrival followed by

Trailing aircraft
H L + B757 S
H 4 5 6*
Leading B757 4 4 S5*
aircraft L 2.5 2.5 4*
S 25 2.5 2.5

Table 2.1:FAA IFR separation requirements in nautical milesi) for “an arrival
followed by an arrival”. Asterisks indicate sep#&ras that apply when the leading
aircraft is at the threshold of the runway.

arrival, “A-A”, arrival followed by departure, “A-D) etc. Table 2.1 shows the separation
requirements that currently apply at most of thsiést airports in the United States for
the case in which a runway is usady for arrivalsunderinstrument flight rulegIFR).
Pairs of consecutive landing aircraft must maintaseparation equal to or greater than
the distances indicated in Table 2.1 throughout fiv&l approach to the runway, with
the exception of the cases marked with an astesiskre the required separation must
exist at the instant when the leading aircraft hesahe runway. The 4, 5 and 6 nautical
mile separations shown in Table 2.2 are intendgadtect the lighter trailing aircraft in
the pair from the hazards posed by the wake vergemerated by the heavier leading
aircraft. These are therefore often referred twadke vortex separations.” In addition
to the “airborne separation” requirements of Tab a further restriction is applied: the
trailing aircraft of any pair cannot touch downtte runway before the leading aircraft
is clear of the runway. In other words, the runwag be occupied by only one arriving
aircraft at any time.



The more restrictive of the two requirements —bfarne separation” and “single
occupancy” — is the one that applies for each @faaircraft. When arrivals take place in
instrument meteorological conditions (IMC), “airberseparation” is almost always the
most restrictive. However, “single occupancy” ngcome the constraint when visual
airborne separations on final approach are allofivesiead of the distance requirements
of Table 2.1), as is often done in the United Stateder visual meteorological conditions
(VMC). In this case, high-speed runway exits aedl-placed runway exits (the third of
the factors identified above), which reduce runwegupancy times for arriving aircratft,
can be helpful in increasing runway capacity. Hspleed exits can also be useful when
the runway is used for both arrivals and departufésnding aircraft can exit a runway
quickly, air traffic controllers may be able to lease” a following takeoff sooner.

Departures/hour
4 .
Fea_sible g
region
/,;.;/450 5
0 1 Arrivals/hour

Figure 2.2: A capacity envelope for a single runway

Mix of movementsSeparation requirements, analogous to those iteab, are also
specified for the other three combinations of confige operations, A-D, D-A and D-D.
Because the separation requirements for each catidoirare different — see, e.g.,
Chapter 10 of de Neufville and Odoni (2003) forailst— the capacity of a runway
during any given time period depends on the miarakals and departures during that
period, as well as on how exactly arrivals and dejpas are sequenced on the runway.
This also suggests that there is an important tfhdetween the maximum arrival and
departure rates that an airport can achieve.

2.1.2. Capacity envelope and its computation

The runwaycapacity envelopérigure 2.2) is convenient for displaying the aatiand
departure capacities and associated tradeoffs.capecity envelope of a single runway

10



is typically approximated by a piecewise linear dary that connects four points

(Gilbo, 1993). Points 1 and 4 indicate the capagitthe runway, when it is used only

for arrivals and only for departures, respectivepint 2 is known as the “free-
departures” point because it has the same cagfacigyrivals as Point 1 and a departures
capacity equal to the number of departures thabeanserted into the arrivals stream
without increasing the separations between sucaesasiivals — and, thus, without
reducing the number of arrivals from what can d@eaed in the all-arrivals case. These
“free” departures are obtained by exploiting lairger-arrival gaps such as the ones that
arise between a “H-followed-by-S” pair of landingcaaft. Point 3 can be attained, in
principle, by alternating arrivals and departures, by performing an equal number of
departures and arrivals through an A-D-A-D-A....s&tce. This sequencing strategy can
be implemented by “stretching,” when necessargriatrival (inter-departure) gaps by
an amount of time just sufficient to insert a déyar (arrival) between two successive
arrivals (departures). Because it is difficult &r traffic controllers to sustain this type

of operation for extended periods of time, Poict& be viewed as somewhat theoretical.
However, it provides a useful upper limit on th@at@chievable capacity (landings plus
takeoffs) when arrivals and departures share aaynwroughly equal numbers.

Several mathematical models have been developedtwgears for computing the
capacity of a single runway under different setearfditions, beginning with

Blumstein’s (1959) classical model of a single ragwised for arrivals only. The
models have become increasingly sophisticated ttreeyears and include treatment of
some of the input parameters as random varialdasnhart, Belobaba and Odoni (2003)
provide a literature review. The most recent estlhhmodels ((Long et al 1999;
Stamatopoulos, Zografos and Odoni 2004; EUROCONTR@A1) incorporate most of
the best features of earlier models and generaigcitg envelopes, such as the one in
Figure 2.2.

2.1.3. The Sequencing Problem

As a result of the airborne separation requiremsimbsvn in Table 2.1, certain aircraft
pairs require longer separation distances tharrotred thus the total time needed for the
landing of any set of aircraft on a runway depemishe sequencing of the aircraft. For
example, the “H followed by S” sequence will congumuch more time than “S

followed by H”. Given a number of aircraft, all waiting to land on a runway, the
problem of “determining the sequence of landingshsas to minimize the time when the
last aircraft lands” is a Hamiltonian path problesth n points (Psaraftis 1980;
Venkatakrishnan, Barnett and Odoni 1993). The soblem entirely analogous to
several well-known job-sequencing problems in maatufring.

However, the Hamiltonian path approach addresssaostatic version of a problem. In
truth, the problem of sequencing aircraft on a rapg dynamic: over time, the pool of
aircraft available to land changes, as some atrozath the runway while new aircraft
join the arrivals queue. Moreover, minimizing thetest landing time” (or maximizing
“throughput”) should not necessarily be the objextf optimal sequencing. Many
alternative objective functions, such as minimizihg average waiting time per

11



passenger, are just as reasonable. A further eoeiph is that the very idea of
“sequencing” runs counter to the traditional adheeeof ATMsystems to a first-come,
first-served (FCFS) discipline, which is perceimdmost as “fair” (see also Section 4).

These observations have motivated a great deakefrch on theinway sequencing
problemwith the objective of increasing operating effiwg while ensuring that all
airport users are treated equitably. Dear (19@%khbped the concept obnstrained
position shifting({CPS), i.e., of a limit in the number of positidnswhich an aircraft can
deviate from its FCFS position in a queue. Fotanse, an aircraft in the Téosition in
an FCFS queue, would have to land in one of thaipons 14 through 18, if the specified
maximum position shifMPS) is 2. Through many numerical examples angéveral
reasonable objective functions, Dear showed thyasekting MPS to a small number,
such as 2 or 3, one can obtain most (e.g., 60-83%he potential benefits offered by
unconstrained optimal sequences and, at the samednsure reasonable fairness in
accessing runways. Several researchers (e.gafttsd980; Venkatakrishnan, Barnett
and Odoni 1993; Beasley, Sonander and Havelock)2@®Z investigated a number of
increasingly complex and realistic versions ofskquencing problem. Two advanced
terminal airspace automation systems, CTAS and CA®)khat have been implemented
in the US and in Germany, respectively, incorposagtguencing algorithms based on CPS
(Erzberger, 1995).

Gilbo (1993), Gilbo and Howard (2000) and Hall (298ave gone beyond the
sequencing of arrivals only, by considering howilaée capacity can best be allocated
in a dynamic way between landings and take-ofesctmunt for the distinct peaking
patterns in the arrival and departure streamsabis over the course of a day. They
propose the application of optimization algorithtinagt use capacity envelopes (Figure
2.2) within the context of ATFM to achieve an opgintrade-off between arrival and
departure rates and, by implication, between ddlagsrivals and to departures.

2.1.4. Factors Affecting the Capacity of Multi-Rurway Systems

Most (but certainly not all) major airports typilsabperate with two or more
simultaneously active runways. The temmway configuratiorrefers to any set of one
or more runways, which can be active simultaneoatgn airport. Multi-runway
airports may employ more than ten different runwasgfigurations. Which one they will
operate on at any given time will depend on weadinelrwind conditions, on demand
levels at the time and, possibly, on noise conatitars, as will be explained below.

The six factors listed in Section 2.1.1 clearlytoaume to affect the capacity of each
individual active runway in multi-runway cases. dadition, at least four other factors
may now play a major role:
7. The interactions between operations on differentvays, as determined by the
geometric layout of the runway system and othesic@nations.
8. The allocation of aircraft classes and types ofaipens (arrivals, departures,
mixed) among the active runways.
9. The direction and strength of winds.

12



10. Noise-related and other environmental consideratard constraints.

Interactions between operations on different runwsayl he influence of the geometric
layout on the interactions among runways can niogtlg be illustrated by looking at
situations involving two parallel runways. Deperglon the distance between their
centerlines, operations on the two runways may habe coordinated all the time, or
may be dependent in some cases and independethens,cor may be completely
independent. For example, in the United States parallel runways separated by less
than 2,500 ft. (762 m) must be operated with essgnsingle runway separations in
instrument meteorological conditions (IMC). Thigams, for instance, that, if two
arriving aircraft are landing, one on the left riayand the other on the right runway,
they are subject to the same set of airborne seépar@quirements as shown in Table 2.1
for a single runway. At the opposite extremehd centerlines are separated by more
than 4,300 ft (1,310 m) the two runways may be aiger independently and can accept
simultaneous parallel approaches. (With specstumentation, the FAA will consider
authorizing independent parallel approaches witliezéne separations as small as 3,000
ft (915 m).) Finally, for intermediate cases, @mporaneous arrivals on the two
parallel runways are treated as “dependent”,mest be coordinated, but an arrival on
one of the runways and a contemporaneous depdrbunethe other can be handled
independently. It follows that the combined capacf the two runways will be highest
in the case of independent operations, intermedidtee “partially dependent”
operations case, and lowest when every pair ofabipeis on the two runways must be
coordinated. In a similar way, the combined capyaafi pairs of intersecting runways or
of runways that do not intersect physically buersect at the projections of their
centerlines depends on many geometry-related pa&eesrsich as: the location of the
intersection or of the projected intersection;direction of operations on the two
runways; the types of operations and the mix afraft; and, obviously, the separation
requirements for the particular geometric configjoraat hand. Systems of three or
more active, non-parallel runways typically involxen more complex interactions.

Allocation of aircraft and operationsWith more than one active runway, there is some
opportunity to “optimize” operations by judiciousgsigning operations and/or aircraft
classes to different runways. For example, inctiee of intermediately spaced parallel
runways (centerline separations of 2,500 to 4,8@®the United States) it may be
advisable to use one runway primarily for arrivatel the other primarily for departures.
Since, in this case, arrivals on one runway camatpendependently of departures on the
other, this allocation strategy minimizes intera between runways and reduces
controller workload. Similarly, when two or mongnways are used for arrivals, air
traffic managers often try to assign relatively log®neous mixes of aircraft to each of
the runways, e.g., keep the “Small” aircraft orepagate runway from the “Heavy” and
“Large”, to the extent possible. In this way, taaffic controllers can avoid the extensive
use of the 5 and 6 nautical mile wake-vortex separathat are required when a Small
aircraft is landing behind a Large or a Heavy (€&hll).

Weather-related factorstt is easy to infer from what has been said salfar weather-
related factors (numbers 5 and 9 in our list) aitécal in determining the variability of
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the capacity of any system of runways. Firstjoividual runways, the actual
separations between consecutive operations arggrimfluenced by visibility, cloud
ceiling and precipitation. This is especially tinghe United States where, in good
weather, pilots are usually requested to maintenal separations during the final
approach phase from the aircraft landing aheableoht This practice results in
somewhat closer spacing of landing aircraft thaggssted by the IFR separations of
Table 2.1. It also means smaller deviations froenrequired minima, as pilots can adjust
spacing as they approach the runway. This seciect & also present at airports where
the practice of “visual separations on final” in \@vhas not yet been adopted. The
overall effect is that, with the same aircraft mnd the same nominal (IFR) separation
requirements, the capacity of individual runway¥MC is typically greater than in

IMC, occasionally by a significant margin.

Second, when it comes to multi-runway configuratiagood visibility conditions have a
similar effect. For example, in the case of tweaflal runways, the FAA generally
authorizes simultaneous parallel approaches in It&n the separation between
runway centerlines is 4,300 ft or more, as notetieza But in VMC, simultaneous
parallel approaches can be performed to paralfelays separated by only 1200 ft (366
m) when Heavy aircraft are involved and by only i0@214 m) when they are not. As a
consequence, San Francisco International (SFO)obitie most delay-prone airports in
the world, has an arrival capacity of about 54tpmir in VMC, when simultaneous
parallel approaches are performed to a pair ofetyespaced parallel runways, and of
only 34 per hour in IMC, when the same two runwangsoperated essentially as a single
runway, as described earlier. The impact of VMGiisilar when it comes to operations
on a pair of intersecting runways, as illustratgdNlew York’s LaGuardia Airport

(LGA). In VMC, LGA has a nominal capacity of 81 wenents per hour and, with the
same two runways, a capacity of 63 (or 22% lesiyiD.

Wind direction and wind strength are just as aitia determining which runways will
be active at a multi-runway airport at any givendi First, landings and takeoffs are
conducted into the wind — the maximum allowableniaid is generally of the order of 5
knots. Thus, the direction of the wind determitiesdirection in which the active
runways are used. Equally important, there arédion the strength of therosswinds
that aircraft can tolerate on landing and on takebbr any runway, the crosswind is the
component of the wind vector whose direction igppeadicular to the direction of the
runway. The crosswind tolerance limits vary acaaydo type of aircraft and to the state
of the runway’s surface (dry or wet, slippery daecly spots, etc.). Thus, airports are
often forced by crosswinds and tailwinds to utilnfigurations that offer reduced
capacity. For example, with strong westerly wirBigston Logan (BOS) is forced to
operate with two main runways even in VMC, inste&the customary three. This
reduces capacity by about 30 movements per honr tihe VMC norm!

State and performance of the ATBlystem:An obvious underlying premise to all of the
above is that a high-quality ATM system with weklihed and experienced personnel is
a prerequisite for achieving high runway capaciti@d® use a simple example, tight

separations between successive aircraft on firaloagh (i.e., separations which are as
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close as possible to the minimum required in easle)ccannot be achieved unless (a)
accurate and well-displayed information is avagatol air traffic controllers regarding
the positions of the leading and trailing aircraftd (b) the controllers themselves are
skilled in the task of spacing aircraft accuratlying final approach. Major differences
exist in this respect between AT8§stems in different countries.

Environmental considerationsFinally, runway usage and, by extension, airpopacay
at some major airports may be strongly affecteddige-mitigation and other measures
motivated by environmental considerations. Indhgy course of airport operations,
noise is one of the principal criteria used bytwffic controllers to decide which one
among several usable alternative runway configomato activate. (A choice among
two or more alternative configurations may exisewbver weather and wind conditions
are sufficiently favorable.) Environmental consatens act, in general, as a constraint
on airport capacity since they tend to reduce tbguency with which certain high-
capacity configurations may be used.

The capacity envelope for multi-runway systems atsdcomputation:The complexity

of computing the capacity envelopes of multi-runaéports depends on the complexity
of the geometric layout of the runway system amdextent to which operations on
different runways are interdependent. The simpmases, involving two parallel or
intersecting runways, can still be addressed thr@mlytical models, because they are
reasonably straightforward extensions of singlesayimodels (Stamatopoulos,
Zografos and Odoni 2004). Analytical models alsavjgle good approximate estimates
of true capacity in cases involving three or margva runways, as long as the runway
configurations can be “decomposed” into semi-indejeat parts, each consisting of one
or two runways. This is possible at the majoritgxisting major airports and at
practically every secondary airport.

When such decomposition is not possible or wheiglal\ndetailed representation of
runway and taxiway operations is necessary, sinomanodels can be used. General-
purpose simulation models of airside operatiorss became viable in the early 1980s
and have been vested with increasingly sophistic@tures since then. Two models
currently dominate this field internationally: SIMDD and the Total Airport and
Airspace Modeler (TAAM). A report by Odoni et 4/997) contains detailed reviews of
these and several other airport and airspace diimuolaodels and assesses the strengths
and weaknesses of each. At their current stadewElopment and with adequate time
and personnel resources, they can be powerful talenly in estimating the capacity of
runway systems, but also in studying detailed @ésiesign issues, such as figuring out
the best way to remove an airside bottleneck amesing the amount by which the
capacity of an airport is reduced due to the cnogef active runways by taxiing aircraft.
However, these simulation models still involve adesable expense, as well as require
significant time and effort and, most importan#ypert users.

2.1.5. The Variability and Unpredictability of the Capacity of Runway Systems
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The variability of the capacity of runway systemsnajor airports can now be easily
explained with reference to the previous discussibimere are three main causes of
drastic reductions in airport capacity. Two alated to weather: severe events, like
thunderstorms or snowstorms; and more routine eeatents, like fog or very strong
winds. The third major cause is technical or istiracture problems, such as air traffic
control equipment outage or the temporary losshef @ more runways, due to an
incident or accident or to maintenance work. thas last case, it should be noted that
major airports schedule runway maintenance cagefsdl as to minimize impact on
airport traffic.

Thunderstorms and snowstorms are events that @aseds to aviation. Thus, they
impede severely the flow of air traffic into and @i airports and through major portions
of affected airspace. They carry the potentiakfeen shutting down airports completely
for several hours and, occasionally for a few datye time in the case of snowstorms.
The more routine events can be much more fregsaoh as heavy fog at the San
Francisco, Milan and Amsterdam airports or stromgpa in Boston. These typically
cause a severe reduction of capacity, from thelbesls achievable in VMC to levels
associated either with IMC or with non-availabildfsome runways due to winds. The
FAA in a 2001 study compared the maximum througlgap@cities of the 31 busiest
commercial airports in the United States undemopin weather conditions, with the
capacity of the most frequently used configuratofMC (FAA, 2001). The study

found that, on average, the capacity was reduc&t®®lyin the latter case, with 8 of the
31 airports experiencing a capacity reduction &63f more! Note that other, less
frequently used IMC configurations at these airpoiften have even lower capacities.

The overall effect of weather on an airport’s cagyatan be summarized conveniently
through thecapacity coverage chaf(CCC), which is essentially a plot of the probdiili
distribution of available capacity over an extengedod of time such as a year. An
example for Boston’s Logan International AirpordB) is shown in Figure 2.3The
CCC is somewhat simplified to indicate only fivenuipal levels of capacity.) It
indicates that the capacity varies from a high capaf 115 movements or more per
hour, available for about 77% of the time — thénhefst two levels of capacity — and
associated with the most favorable VMC, to a lovaledut 55-60 movements per hour
for about 6% of the time and associated with lowCIMThe airport also has capacity of
zero, meaning it is closed down due to weather itong, about 1.5% of the time.) One
of the two intermediate levels of capacity (thirdrh left) of about 94 movements per
hour is associated with the presence of strongeslgstinds in VMC. As mentioned in
the previous section, these force the airport trage with only two active main
runways. To prepare the CCC, it is necessary aonée historical hourly weather
records (visibility, cloud ceiling, precipitationjnds) for a long period of time (e.qg., five
years) and identify the capacity available at esfdhese hours.

The CCC is drawn under the simplifying assumptitbrag (a) the mix of arrivals and
departures is 50%-50% and (b) the airport is opdrat all times with the highest-
capacity configuration that can be used under thegiling weather conditions. While
neither of these assumptions is exactly true istme, the CCC nonetheless provides a
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good indication of the overall availability of cayig during a year, as well as of the
variability of this capacity. Obviously a CCC ttshys level for the overwhelming
majority of time — as one might expect to find i@parts that enjoy consistently good

Capacity Coverage: BOS

140

% ofime

Figure 2.3 The capacity coverage chart for Boston Loganriatgonal Airport.

weather — implies a more predictable operatingrenment than the “uneven” CCCs of
BOS, SFO, LGA and other airports where weathergkli variable.

Although the associated technology is improvingteomlogical forecasts still have not
attained the level of accuracy and detail neededitmnate uncertainty from predictions
of airport and airspace weather, even for a timgzba as short as one or two hours.
When it comes to impact on the operations of amgiig airport, the challenge is
twofold: predicting the severity of an anticipai@dather event at a quite microscopic
level; and, equally important, determining narromaows for the forecast starting and
ending times of the event. For example, a few heshdeet of difference in the cloud
ceiling or the presence or absence of “corridoos’tfie safe conduct of approaches and
departures in convective weather may make a grfatahce in the amount of capacity
available at an airport. Similarly, over- or ungheedicting by just one hour the ending
time of a thunderstorm may have major implicationsa Ground delay program (see
Section 4) and, as a result, on the costs andadisrucaused by the associated delays
and flight cancellations.

2.2. The Capacity of Airspace Sectors
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Within the airspace itself, safety concerns andned to separate aircraft leads to yet
another set of constraints. The most prevalettiede is associated with a sector. A
sector is a volume of airspace for which a singi¢raffic control team of one or two
individuals has responsibility. The principal ctbagt on the number of aircraft that can
safely occupy a sector simultaneously is contrallerkload. Both in North American
and in European airspace, it is generally accegpi@ikthis number should not exceed the
8-15 range, depending on a number of factors. [irhigation, in turn, translates to
typical upper limits of the order of 15-20 on thewber of aircraft that can be scheduled
to traverse a sector during a 15-minute time iraleirv U.S. en route airspace. This
capacity may be reduced significantly in the preseusf severe weather.

Because of its heavy dependence on controller wadklit is difficult to compute the
capacity of a sector, in terms of either the nundfeimultaneously present aircraft or
the number of aircraft traversing the sector pet aintime (Wyndemere, 1996; Sridhar,
Seth and Grabbe 1998). Numerous factors affeataheplexity of the controller’s task.
Hinston et al (2001) classify these into three magiegories:

(a) Airspace factors: sector dimensions (physical aiz shape, area that the
controller must effectively oversee); spatial dsition of airways and of
navigational aids within the sector; number anétmn of standard ingress and
egress points for the sector; configuration officdfows (number and orientation
relative to the shape of the sector, complexitgiofraft trajectories, crossing
points and/or merging points of the flows); and ptewity of required
coordination with controllers of neighboring sestée.g., for “hand-offs” of
aircraft from one sector to the next).

(b) Traffic factors: number and spatial density of ift; range of aircraft
performance (homogeneous traffic vs. many diffetgoes of aircraft with
diverse performance characteristics); complexityesblving aircraft conflicts
(which depends on many variables); sector traimsé.t

(c) Operational constraints: restrictions on availabtepace, e.g., due to the
presence of convective weather or of special uspace; limitations of
communications systems; and procedural flow rdgirie at certain waypoints
(see Section 4.1.2) or noise abatement procedu@age.

Several attempts have been made in recent yedey&dop quantitative relationships
between some of these factors and controller watklesee, e.g., Manning et al (2002).
To deal with this complexity and handle a large banof aircraft, controllers attempt to
introduce a “structure” to the traffic patternsyf@ndle. Examples include (Hinston et
al, 2001): spatial standardization of the flowsw€raft within sectors along specific
paths; consideration of aircraft in groups, withmiers of each group linked by common
attributes; and concentration around a few “critpaints” of the location of potential
aircraft encounters or of other occurrences reggicontroller intervention.

In order to effect such structuring, flow may usydle directed through a fewaypoints

or fixes which have an associated maximum flow rate. &meaximum flow rates can
be derived from minimum separation standards erradtively the maximum rates can be
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specified by the ATMsystem itself in order to limit the amount of flpassing
downstream. In this latter case, the maximum flate can be viewed as a control
variable.

Finally, it is noted that airspace constraints ¢gfly have a less severe effect on airline
operations than airport constraints. This is esfigdrue in the more flexible ATM
environment of the United States. The reasoneaunply, is that a capacity-constrained
en route sector can often be bypassed at limitstllyoselecting an alternative route,
whereas a flight has no choice but to eventualty@mat its destination airport.

3. Restricting Schedules
3.1. Options and Current Practice on Airport Schedling

With the background of Section 2, we can now prddeaeview how the two principal
types of airspace system stakeholders attemptaiondth unpredictable and variable
capacity constraints in daily operations. Thid #re next section will discuss strategies
associated primarily with ATNervice providers (Civil Aviation Authorities anther
national and international organizations) whilet#exs 6 and 7 will present the strategic
and tactical options available to the airlines.

To ATM service providers (e.g., the FAA) two approachesesisentially available. One,
restricting schedulegRS), is of a static and “pro-active” nature gsléces, in advance,
limits on the maximum number of aircraft movemehts can be scheduled during a unit
of time at an airport or other airspace elemerte SecondATFM, is dynamic and
reactive: its goal is to prevent airport and aicgpaverloading by adjusting in “real time”
the flows of aircraft on a national or a regionasis in response to actual conditions. In
essence, the focus of RS is on controlling the rarmbscheduledperations through
airspace elements and of ATFM on controlling thenhar ofactual operations through
these elementgjvena schedule. This section reviews briefly the R@agch, while the
next deals more extensively with ATFM.

A far more frequently used term for RS, especiattyong aviation policy-makers, is
“demand management”It refers to any set of administrative and/avremmic policies
and regulations aimed abnstraining the demanidr access to airspace elements during
certain times when congestion would otherwise lpeegnced. This term is avoided
here, because it may cause confusion with a mapec of ATFM, which is also
concerned with “managing demand” in a dynamic wagrder to match it with available
capacity.

RSis not used currently in the United States, with élxception of four airports (New
York LaGuardia and Kennedy, Chicago O’Hare and Wagbn Reagan) where limits

on the number of movements that can be scheduleaope — the so-called “high-density
rules” (HDR) — have existed since 1968. The HDR & phased out by 2007 according
to the so-called AIR-21 legislation of 2000 andfant, in some cases, e.g. Chicago, the
restrictions have already been relaxed. Howev8risRvidely practiced outside the US:
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about 140 of the world’s busiest airports are $fudbordinated”, meaning that they place
strict limits on the number of movements that thikn@s can schedule there. These
airports serve the great majority of air travelausside the US every year.

The concept underlying RS is tHeclared capacityi.e., a declared limit on the

maximum number of air traffic movements that carstdeeduled at an airport per unit of
time. At a few airports, separate limits are sfedifor the number of landings, the
number of takeoffs and the total number of movemieiihe typical unit of time is one
hour, but some airports use finer subdivisionsmét At a few airports, the declared
capacity may also vary by time of day, e.g., mapaitures than arrivals may be allowed
during certain hours and vice versa for other hours

The declared capacity is determined by the capatitiye most restricting element of the
airport — the so-called “bottleneck element”. Inshcases, this is the runway system of
the airport. However, the bottleneck element daa be the passenger terminal, or the
apron area, or some other part of the airport.nEvesuch cases, the computed limit (e.g,
the number of passengers that can be scheduldtbpeat the passenger terminal) is
converted to a declared limit on the number ofraiific movements.

The RS approach — and the concept of declared itgpacan be extended to air traffic
control sectors. The declared capacity in thisrenment is primarily determined by
workload considerations, as noted in Section 2KIng into consideration traffic
patterns, traffic mix, route configuration, etcUROCONTROL, the agency that
coordinates air traffic managemesyistems over Europe, in effect uses such capacity
figures for en route sectors in its six-month aadaplanning of traffic loads in European
airspace.

3.2. Critical Issues Regarding Restricting Scheduse

If traffic volumes at airports and airspace sectuesrestricted to levels that can be
handled comfortably all the time, the RS approai dearly be effective in reducing
major delays and important schedule disruptionswéVer, the approach is also
characterized by several fundamental problemsetbfevhich are described here. First,
implicit in the approach is the need to make adodidbetween delays, on the one hand,
and resource utilization, on the other, on thesakonly very aggregate information.
Consider, for example, the case of Boston’s Logéerhational Airport (BOS). As
suggested by Figure 2.3, the maximum achievabieal rate at BOS under favorable
weather conditions (visibility, cloud ceiling, wisdprecipitation) is around 60 per hour.
Such conditions prevail about 77% of the time. iBgithe other 22%, the maximum
arrival rate is lower — and can be as low as 3thper for about 6% of the time. Were
BOS to declare an arrival capacity of 60 (and agsgrnhat the airlines and general
aviation operators actually scheduled that manyenmants), delays at BOS would reach
high to unacceptable levels during about 22% ofikek traffic hours over any extended
span of time, such as a year. On the other hauiarihg an arrival capacity of 30 would
practically ensure the absence of serious delaysybuld result in gross underutilization
of the airport’s resources most of the time. Inggal, one should note that any choice of
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the value of the declared capacity must be madbaebasis of very aggregate statistical
information: when an airport “declares a capacity”the next six months (as is currently
done under the process organized by IATA — seen)ehdl it has to go on is historical
statistics about weather conditions at the airpnd the resulting available capacity. By
contrast, as described in Section 4, the ATFM apgraises real-time capacity forecasts
with a maximum time-horizon of about 12 hours.this light, it is not surprising that no
single, internationally accepted methodology existiay for determining and setting the
declared capacity of airports and airspace sectractices vary greatly from country to
country and, in some cases, from airport to airpattiin the same country. Some major
international airports in Europe and in Asia clganbt for allowing for a considerable
margin of “comfort” by declaring very “conservativeapacities, i.e., capacities near the
low end of the available range. This results irstivey significant amounts of extremely
valuable capacity.

The second problem with RS is the way it is culyeptacticed. The declared capacities
of the major airports, as updated at six-monthryiatis, are communicated to
international aviation authorities and to the agh and serve as the basis for scheduling
airline operations at busy airports during therimétional Schedule Coordination
Conferences (SCC) that are organized by the Iniiered Air Transport Association
(IATA) and take place in November and June evepr.yd®uring the SCC, a “schedule
coordinator” allocates the available capacity (tslpamong the airlines that have
requested access to each fully coordinated airgbthe number of available slots is
insufficient to satisfy demand, then some requastsimply denied. The criteria used to
allocate slots are described in detail in IATA (@pand discussed in de Neufville and
Odoni (2003). For our purposes, it is sufficiemtbte that the dominant and overriding
criterion ishistorical precedentan airline which was assigned a slot in the spragious
season (“summer” or “winter”) and utilized thattdlor at least 80% of the time during
that previous season is automatically entitlecheodontinued use of that “historical slot.”
No economic criteriare used for slot allocation and, in fact, buyamgl selling of slots

is prohibited — at least, under the official rul@e net result is that some of the older,
traditional airlines maintain in this way a “lockh most of the prime slots at the world’s
most economically desirable airports. Airlinesttivésh to compete in these markets and
may be willing to pay high fees for the right toeogte at the airports in question are
effectively “frozen out”.

Third, and perhaps most important, thedpproach, as currently practiced, distorts the
functioning of the marketplace and suppresses patelemand by placing an arbitrary
cap on the number of operations at some of thediolusiest airports. This, in turn,
creates an illusionary equilibrium, i.e., an actdl balance between demand and
capacity. Thus, current RS practices do not pmdiecision-makers with true
information about the economic value that airspssars and the traveling public may
attach to additional capacity at the schedule-doatdd airports or at other elements of
the airspace.

A great deal of research has been performed oeeydars on these and related issues,
focusing primarily on the second of the problemscdéed above and, to a lesser extent,
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on the third. Several classical and more recepérzahave dealt with the application of
“market-based” mechanisms, typically in combinatrdth administrative measures, to
improve the current capacity allocation proceskAdiA — see Vickrey (1969), Carlin and
Park (1970), Morrison (1987), Daniel (1995), Dotaddd (2001) and Ball, Donohue
and Hoffman (2005), for a sample. Such paperm@&athe use of congestion pricing
and of slot auctioning at major airports. Interagiy, some ongoing research wral-

time capacity allocation and slot-exchange mechanisrnesmmection with ATFM — see,
e.g., Vossen and Ball (2005b) and Ball, Donohuekawifiman (2005) — has also focused
on market-based approaches (see also Section 4.4).

Other recent work has investigated less genenesselated to computational and
implementation issues associated with such appesachor example, advances in the
application of queuing theory have facilitated ggethe estimation of external delay
costs (Andreatta and Odoni 2003). Fan and Od@@idRand Hansen (2002) report
applications of queuing methodologies to the detldstimation of external delay costs
at New York/LaGuardia and Los Angeles Internatipnegpectively. These independent
studies come up with strikingly similar results:mgdlights at these airports impose
external delay costs which exceed by at least daeraf magnitude the landing fees these
flights pay. For example, Fan and Odoni (2002)reste that the external delay cost per
movement for much of the day at New York/LaGuardies about $6000 in August

2001, whereas the average fee per movement amotenabdut $300. The implication

is that access to many busy airports may be graather-priced, thus attracting excessive
demand, which exacerbates congestion. This ic&slyetrue in the United States where
landing fees are comparatively very low. A thirdaof recent research addresses some
difficult problems that set the application of metrbased mechanisms at airports apart
from analogous applications in other contexts.r é&@mple, Bruckner (2003) and Fan
(2003) point out that each airline operates a (pbskrge) number of flights at airports,
in contrast to highway traffic where each user af@s a single vehicle. When any single
airline operates a large fraction of the total moeats at an airport, it also automatically
absorbs (“internalizes”) a similarly large fractiohthe external delay costs that its

flights generate. That airline should thereforeebarged only that portion of the external
costs that it does not internalize. But a prigggtem under which different airlines
would pay different landing fees for the same tgpaircraft would be both controversial
and technically difficult to implement. This anther complications, along with the
presence of many social policy objectives (sertacemall communities, access to
airports by regional carriers and by general asmgtetc.) suggest that any future RS
schemes that incorporate market-based featurdyewjoverned by a complex set of
rules that may include exemptions, subsidies faagecarriers, slots reserved for certain
types of flights, etc.

4. Air Traffic Flow Management
4.1. Background and ATFM Controls

4.1.1. Basic Premises
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Air traffic managementATM) is now viewed as consisting ottactical component and
astrategiccomponent. The tactical component, Air Traffic @oh(ATC), is concerned
with controlling individual aircraft on a time haon ranging from seconds to 30 minutes
for the purpose of ensuring safe separation frdmeratircraft and from terrain. The
strategic component, Air Traffic Flow ManagemenT M) works at a more aggregate
level and on a time horizon of up to about 12 hautse United States and 48 hours in
Europe. Its objective is to ensure the overalmpeded flow of aircraft through the
airspace, so as to avoid congestion and delaysidrath delays are unavoidable, to
reduce as much as possible their impact on airgpsers.

The primary airports and primary airspace are dabeth by the operations of scheduled
air carriers. Air carrier schedules generate arsplemand and also serve as the basis
for measuring the performance of ATFM systems. flimelamental premise of ATFM is
that, roughly speaking, if all operations occura¢dheir scheduled times and if all
airspace elements were in their “normal” operasitages, then there would be little need
for any flow management. Under such ideal cond#tie and with the possible exception
of some brief periods at a few of the busiest atgpe demand on all airspace elements
would be less than capacity and operations wouheigdly proceed as if there were no
constraints. But ATFM recognizes that the comipyeof the airspace system, its
susceptibility to weather conditions and the lamgenber of possible ways in which
equipment and/or operations can fail to operaj@asned, all imply that the probability
that the entire system will operate exactly aceuydo schedule on any given day is
essentially zero. ATFM procedures are thereforgréaatest demand when there are
significant imbalances between capacity and densanairspace elements, usually
caused by capacity reductions due to weather apesant failures. Demand surges can
also cause capacity-demand imbalances. Such smaesccur, for example, when
problems early in the day cause the postponemesth&fduled operations into a time
interval that already contained significant numbmdreperations. Additionally, the
number of unscheduled flights is growing and isilga greater impact on overall
system performance. Finally, as the number ofcdudlee operations has increased, there
have been instances where scheduled demand acxe#gded the capacity of network
elements for extended time periods each day. Bhpliae most notable example along
these lines occurred at LaGuardia airport betweag B000 and February 2001, i.e.,
during the period between enactment of the so-@¢®le21 legislation — which opened
access to LaGuardia for certain types of flightsd the imposition of slot lotteries
aimed at relieving the resulting congestion. lohsaases, even the routine operation of
the air transportation system requires the useT¢iM procedures.
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4.1.2 Controls

ATFM performance is measured primarily with referemno deviations from schedules.
That is, ATFM systems generally seek to minimizeamount of time by which actual
operations (most importantly, the arrivals of aftat their destination airports) deviate
from scheduled operations. Thus, the key perfooaamdicators usually involve
measures of delay. The next fundamental questiaonsider in describing and
analyzing ATFM systems is what controls can be usanhpact system performance.
Before directly addressing this question we dis¢wssbasic characteristics of controls:
who makes and implements the control decisionsrdrat are the timing constraints
associated with the control. The two critical Bes involved in ATFM decisions are the
air traffic service providers and the airspace sisétirspace users could range from the
owner/operator of a general aviation aircraft targe air carrier. Within a large air
carrier there can be multiple decision-makers: meatral to this discussion are the
airline operational control centers (AOCC) andpilets. On the air traffic service
provider side, the units involved are the regianatraffic control centers (Air Route
Traffic Control Centers -- ARTCC in the U.S.), aslhas the central traffic flow
management units (Air Traffic Control System Comoh&enter — ATCSC@h the

U.S.). Properly distributing decision-making amatigghese entities can be critical to
the success of ATFM systems and is at the hedhieofecent emergence of the
Collaborative decision making (CDM) paradigm, whisldescribed in Section 4.3. The
time constraints associated with control actiomsgr@atly impact the manner in which
they can be applied and the manner in which meliggitions can be coordinated. The
key issue, in this respect, is the length of titret elapses between a control decision and
the implementation of that decision. A rough categation is thastrategic decisionare
typically made hours in advance of implementatiwwhereagactical decisionsnvolve
shorter time scales. Generally, the appropriateaed effectiveness of any particular
control action, strategic or tactical, depend ostesyr dynamics and on the level of
uncertainty associated with future states of thgpace system.

We now describe the most important types of ATFMtoa actions.

Ground holding (including ground stops):Ground holding involves delaying the
departure of a flight in order to avoid overloadagapacitated system element. Ground
holding is most often implemented in the U.S. tigloa Ground delay program (GDP),
which is put into effect when the demand for aflgvato an airport is predicted to
exceed significantly the arrival capacity. In Baepground holding is commonly used to
avoid overloading of en route sectors. Groundinglis generally considered a strategic
decision. A “ground stop” is a more tactical amtteme form of ground holding,
whereby all departures of aircraft bound for aipaltar destination airport are
temporarily postponed. A ground stop typically l&ggoonly to a specified set of airports,
usually ones that are proximate to the affectetirton airport. In the past, air traffic
service providers were the sole decision makerswitheame to decisions regarding
ground holding. More recently, however, CDM prasexs have led to shared decision
making with airspace users.
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Airborne speed control and airborne holdingsirborne speed control and airborne
holding are tactical controls used to avoid ovetiog (en route or terminal) airspace
elements by adjusting the time at which flightsvarat those elements. Speed controls
can involve simply slowing down or speeding up raiftcor aircraft vectoring
implemented through minor directional detours. bAme holding is usually
implemented by having aircraft fly in oval-shapedtprns. The providers of air traffic
services usually make these control decisions.

Route choice and route adjustmentsGenerally speaking airspace users control route
choice. As discussed at the beginning of Sectjairkne and general aviation operators
choose and file flight plans based on severalr@iiacluding winds and other weather
conditions, fuel usage, en route turbulence prextist safety constraints, etc. Flight
plans may be filed several hours in advance of degabut in many cases are not filed
until shortly before departure (even within an hotideparture) in order to take
advantage of the most recent information on weatbeditions and congestion. For
purposes of managing congestion, air space manegen®ject flight plans leading to
new filings. In some cases, standard rerouteegfies are specified, e.g. the air space
manager designates that all flights originallydilEong one airspace path should re-file
along a second alternate path. A variety of macéidal route adjustments are possible.
For example, alternative “departure routes” mighspecified by an airline; then,
immediately before departure, one would be chosesedbon a negotiation process
between the airspace manager and user. Onceratbagjor or minor route adjustments
might be made. These decisions generally invabveeslevel of collaboration between
the regional air traffic service provider and thietor AOCC. A very extreme form of
route adjustment is thaiversionof a flight, which involves altering its destinati

airport.

Flight cancellations: The cancellation of a flight is another drastithaligh not
particularly unusual, ATFM measure. Responsibfiayflight cancellations always rests
with the airline or the general aviation operator.

Arrival sequencing: The sequencing of flights can be very importarthasmaximum
arrival rates into airports depend on the sequandemix of aircraft types (Section
2.1.3). Due to the uncertainty of en route operetithis should be considered a tactical
decision. Primary responsibility in this respedts with the air traffic service provider,
although CDM concepts are now being applied togbtting, leading to some air carrier
participation in sequencing decisions.

Airport arrival or departure rate restrictions:As discussed in Section 2, there can be a
tradeoff between the maximum airport arrival andateure rates. Evaluating this
tradeoff and setting these rates should be coresidetactical decision that traditionally
is made by regional air traffic service provide@slipo 1993, 1997). Proposals to allow
air carrier participation in this decision have meeade (Hall 1999).

Waypoint flow restrictions: An important and widely used control within theSU
airspace system is the so-callades-in-trail (MIT) restriction. Regional air traffic
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service providers impose such restrictions in otdemsure that the flow of aircraft into
a region of airspace is kept at a safe level. Wduah a restriction is put in place, the
adjacent “upstream” regional air traffic serviceyader has responsibility for
maintaining a traffic flow at or below the restadtlevel. This can be done in a variety
of ways, including the use of airborne holdingprging of some traffic and issuing
similar flow restrictions on flights further upsém@. In this way, it is possible for a flow
restriction to propagate through much of the aicgpgystem, possibly eventually leading
to ground holds at airports of origin.

4.2 Deterministic Models

Using as a starting point the capacity constraietscribed in Section 4.1, one can
formulate large-scale optimization models that raappace demand onto the various
elements of the airspace in such a way that alk@fpconstraints are respected. Such
models trace flights through both space and tintesaek to minimize some global
demand function. In Section 4.2.1 we describegelascale comprehensive modeling
approach and then, in Section 4.2.2, specializentitdel to the ground holding problem.

4.2.1 Global Models

There are two broad classes of global air trafbwfmodels. The first assumes that the
trajectory (route) of each flight is fixed and apizes the timing of the flight's
operations. The second allows the route of eaghtfto vary, as well. Clearly, the
second type of model has a much larger decisiocespa

We start with models of the first type. The modglapproach chooses a time horizon of
interest and decomposes it into a discrete seémef intervals. A geographic scope is
also selected. This determines the set of capeditdlements under consideration,
including airports, sectors and waypoints. The lomation of the model’s temporal and
geographic scope determines the set of flightetodmsidered. The basic decision
variable specifies the airspace element occupieal flight at each time interval, i.e.,

Xe= 1 if flight f occupies airspace elemeduring time intervat;

0 otherwise.

For airports, the capacitated airspace elementdvoeileither the airport’s arrival or
departure component. For example, LaGuardia Airfi@sA) would be represented by
an arrival elementGAland a departure elemdrBA2 with x; | ga1indicating the time
intervalt of a flightfl’s arrival to LGA andxs,; cazindicating the time intervalfor

flight f2's departure from LGA.

The capacity constraint associated with an elemand time interval is of the form:

t Xee £ cap(te) for allt ande,
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wherecap(t,e)is the capacity of elemestduring time intervat. For airport arrival and
departure capacities and for waypoimp(t,e)is equal to the maximum number of
flights that could flow through that element durite intervalt. For a sector, it is equal
to the maximum number of flights that can occupgydbctor simultaneously.

The remaining constraints define temporal restiion the manner in which each flight
can progress through the airspace. For exammeg, night specify that, once a flight
enters a sector, it must remain in the sector fdr& 5 time intervals. In this case, 3
time intervals would correspond to traversing teeter on a direct path at maximum
speed and 5 time intervals might correspond tagdotraversal time based on
application of some type of speed control. We nio&t since the flight’s route is an
input, the progression from departure airport tigfoa specific sequence of sectors to a
destination airport is a fixed model input, as well

Bertsimas and Stock Paterson (1998) have showmtbaeéls of this type can be solved
very efficiently. Of particular note is their usean alternative set of decision variables.
Specifically, thexie variables are replaced with a s&te, defined by:

Wie= 1 if flight f arrives at airspace elemeaxiby time interval;
0 otherwise.

While thew variables can be obtained from theariables through a simple linear
t
transformationre=  x,_ ), thew variables are much easier to work with becausg the

s=1

produce very simple and natural temporal progressamstraints. Further, the associated
linear programming relaxations are very “strongthe sense that they lead to the fast
solution of the associated integer programs. Bedas and Stock Patterson show that a
variety of additional features can be includedhi& tnodel, including the propagation of
delays that occurs when a delay in the arrival ttiyat arrival causes the delay of an
outbound flight that uses the same aircraft. Tle@ehcan also capture the dependence
between an airport’s arrival and departure capescaind choose the appropriate
combination of the two for each time interval.

A second type of model also allows for flight raute vary. Bertsimas and Stock
Paterson (2000) extend the model described abavestoase. Since the decision space
becomes much larger, aggregate variables and appmatexmethods must be employed in
order to solve problems of realistic size.

4.2.2 Deterministic Ground Holding Models

A simple, yet very important special case of thalgigust described is the deterministic
ground holding problem. For this problem, en raxgastraints and airport departure
constraints are ignored leaving only a constramawival capacity. These assumptions
allow a large multi-airport problem to be decompubs#o separate problems, one for
each arrival airport. This model is very importemthe U.S. ATFM environment since it
underlies the Ground delay programs (GDP) as ctiyreperated. Although the control
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variable for a GDP is ground delay at the origimatirport of each flight, the problem
can be modeled as one of assigning flights to @rtimne intervals at the destination
airport. For each flight a (constant) en routectisithen subtracted from the arrival time
to obtain a departure time, which in turn impliesaanount of ground delay at the
origination airport.

Define the following inputs: for a set of time intalst (t = 1, 2,..., T)and set of flight$
(f=1,2,...,F)let

by = the constrained airport’s arrival capacityiiatet intervalt,

e(f) = the earliest time interval at which flightan arrive at the constrained
airport,

Cit = the cost of assigning fliglito arrive at time interval

and the variable:

X = 1 if flight f is assigned to time intervgl
0 otherwise.

Then, the deterministic ground holding problem barformulated as:

Min f ot Git Xt
s.t. f Xt £ by for all t,
tse(f) Xt = 1 for allf,
Xt 3 0and integer for aflandt.

As can be seen, this is a simple transportationeibat can be solved very efficiently.
This model was first described in Terrab and Od@883). In Ball et al (1993), various
iIssues related to its practical use were invesgijatn particular, it was suggested that
the definitioncy = r; (t — e(f)} * ©is attractive since flight delay costs tend tovgmith
time at a greater than linear rate. In additi@htsons produced using this objective
function are attractive from the standpoint of &gor fairness — see Vossen and Ball
(2005a) for a detailed discussion of this issueffidan and Ball (2003) investigate
generalizations of this model that preserve the&iprity of banks of flights associated
with airline hubbing operations. Vranas, Bertsiraad Odoni (1994) describe a multi-
airport version of the problem where both airporival and departure rates are
constrained and flights are “connected” to eaclemtim the sense that the late arrival of a
flight f at an airport may also imply the late departurere or more subsequent flights
from that airport. This can happen if the depgrfight must use the same aircraft as
flight f or, less obviously, if flight carries many transfer passengers who must board
subsequent departing flights.

4.3 Uncertainty and Stochastic Models

Uncertainty on multiple levels has led to the feslof many attempts at practical
implementation of various air traffic flow managamenodels. This is particularly true
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for models that attempt to optimize over a broaoiggephic area and/or extended periods
of time. To be effective, models must include Bestic components explicitly or they
must address problems restricted to limited geducagind time domains for which
available information is less subject to uncertaintVe use the termdemand uncertainty
to describe the possibility that, due to randomiroreseen events, flights may deviate
from their planned departure or arrival times onirtheir planned trajectories.

Similarly, capacity uncertaintyefers to the possibility that random or unforeseeents
will cause changes to the maximum achievable flat@s into and out of airports or
through airspace waypoints or to the maximum nurobéights that can occupy
simultaneously a portion of the airspace. Examefdactors contributing to demand
uncertainty include problems in loading passengats an aircraft, mechanical
problems, queues on the departure airport’s sudagethe air and en route weather
problems. Examples of factors contributing to catyauncertainty include weather
conditions at an airport or in the en route airgpdailures or degradation of air traffic
control equipment, unavailability of air traffic miwol personnel and random changes in
flight sequences and aircraft mix that requireratiens of anticipated flight departure or
arrival spacing.

The largest body of work in this area has focusedround holding models that
explicitly take into account uncertainty in airpartival capacity. These models are
covered in Section 4.3.1. There is a less extertsidy on work on capacity uncertainty
for GDPs, which is covered in Section 4.3.2.

The performance of a GDP planning and control systen be evaluated based on three
measures: the total assigned ground delay, taedwborne delay and the utilization of
the available arrival capacity. Figure 4.1 illasérs a generic model (Odoni, 1987) that is
convenient for evaluating the tradeoffs among thlesse performance criteria and for
understanding how they are impacted by demand apalc@ty uncertainty. The airport’s
arrival component (terminal airspace and runways)ewed as a server subject to
demand uncertainty. The assigned ground delayc@h&ol mechanism) and the random
events that perturb the planned arrival streantigité determine the rate of arrivals at
the server. Thus, demand uncertainty impactsateeaf arrivals at the server and
capacity uncertainty impacts the service rate. fdlaaning and control of a GDP must
balance the possibility of too low an arrival ratdich leads to underutilization of the
server, with too high an arrival rate, which letals large airborne queue and excessive
airborne delay. Generally speaking because of ddraad capacity uncertainty, the
“best” policy calls for some degree of airborneayeh order to ensure an acceptably
intensive utilization of the available arrival cagg. The starting point for defining
airport arrival capacity is specifying the numbéflights that can land within a time
interval (this quantity is referred to as the aitxceptance rate — AAR). A key
observation in light of this discussion is that gresence of demand and capacity
uncertainty makes it necessary to distinguish betwviee planned AAR (PAAR) and the
actual AAR. In the following two sections we dissuwo types of models: those that
assign ground delay to individual flights and thosé/ concerned with determining a
PAAR vector. The second objective (determining®AR vector) is appropriate in the
context of Collaborative Decision Making (CDM), whdhe assignment of ground
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delays to individual flights results from a compkt of distributed decision making
procedures. Thus, the second set of models isrtbanore directly geared to the CDM
environment. Interestingly, some models in thet fset can also generate the same
PAAR vectors through a simple “post-processingpstes has been shown by Kotnyek
and Richetta (2004).

o reduced
origin airports arrival

capacity

destination
airport

airborne

O———> queue

airport
ground delay delay throughput

airborne

Figure 4.1: Schematic representation of a single-airport GDP

4.3.1 Ground Holding Models with Stochastic Airport Capadty

As discussed in the previous section, optimizataaels for the ground holding

problem subdivide time into an arbitrary numbedistcrete intervals. Typical time
intervals might be 10 or 15 minutes or even as nasch hour for the most aggregate
models. One would then characterize the AAR ovgeraod of time, e.g. four hours, as a
vector that provides the AAR in each of the counstitt time intervals. In a typical GDP
caused by a weather disturbance that moves thraugbion, the AAR would start at its
normal level, e.g. 60 arrivals per hour, decreasant or more degraded levels, e.g. 30
arrivals per hours, for several time intervals, d.gours, and then return to its original
level. If it were known that such a scenario wookdur with certainty, then a
deterministic ground holding model (Section 4.Z2@)ld obviously be used with this
scenario providing the capacity constraints ing8y.contrast, stochastic models treat the
AAR as a random variable and use as input sevecsil scenarios together with
associated probabilities. For example, an “oiimi scenario indicating no capacity
degradation would consist of a vector of hourly ASA8 60 throughout the period of
interest, whereas, a more pessimistic scenariotraggume that the AAR will be 30
during every hour in the period. The input carstba characterized as

Dy = AAR for time intervak under scenariq, fort = 1,..., Tandg = 1,..., Q.
Py = probability of the occurrence of scenayjdorq =1, ..., Q.

Thex; variables are then defined as in the determinggstband holding model, but the

capacity constraints are replaced with a new sstemario-based constraints and
associated variables. The new variable set ineeéfoy:
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Yiq = the number of flights held in the air from timeriodt tot+1, under
scenariag, forg=1,..., Q

The new set of capacity constraints then is:

S Xt +VYe1q-YqEDyg  fort=1,...,Tandg=1,...,.Q.

Thus, under these constraints, there is a sepaapteity for each scenario. However,
the y variables allow for flow between time intdsjaso the number of flights assigned to
land in an interval under a particular scenario @areed the AAR by allowing excess
flights to “flow” to a future time interval. Notihat this set of capacity constraints
defines a small network flow problem for eaglwith flights “flowing” from earlier time
intervals to later ones. To be feasible, for egigknq, the total arrival capacity for the
entire period of interest Dy, must be at least as large as the total numbiigbfs (F).

The objective function for the model minimizes then of the cost of ground delay plus
the expected cost of airborne delay. If we deffhas the cost of holding one flight in the
air for one time period then we can define the dije function as:

Min: Sk St G Xt + Sg=1.0 Pg St=1.7 € Ve g,

This class of model was first described in Richattd Odoni (1993) and a dynamic
version was given in Richetta and Odoni (1994)ll &aal (2003a) defines a simpler
version of this model that computes a PAAR vedter,(the total number of flights
assigned to arrive during each time interval inghgod) rather than an assignment of
ground delay to individual flights or groups ofgtits. This model was created in order to
be compatible with CDM procedures, which will bedissed in Section 4.4. The
constraint matrix of the underlying integer progranthe transpose of a network matrix,
allowing the integer program to be solved usingdinprogramming or network flow
techniques. Inniss and Ball (2002) and Wilson @afescribe recent work on estimating
arrival capacity distributions. Willemain (2002\wtlops simple GDP strategies in the
presence of capacity uncertainty and also takesactount the possibility of flight
cancellations. Inniss and Ball (2002) also presardynamic approach to this problem.

4.3.2 Modeling Demand Uncertainty

Recent experience with new decision support tamipfanning and controlling GDPs
has strongly suggested that demand uncertainkgissason that these tools have not
performed quite as strongly as expected. Indbigext, demand uncertainty refers to
differences between the planned and actual chaistate of the stream of flights arriving
at the destination airport. These differenceshmattributed to three categories of
causes: (1) cancellations — flights in the planaet/al stream that are absent from the
actual arrival stream during the planning time @&ri(2) “pop-ups” — flights that arrive at
the destination airport during the planning timeiqa but were not in the planned arrival
stream; (3) “drift” — a discrepancy between thauatarrival time of a flight and the
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flight's planned arrival time. Ball, Vossen andffhean (2001b) present a demand
uncertainty model, where each flight can be caadelith a known probability, pop-ups
arrive in each time interval according to a bindrdiatribution and flights drift within
predefined intervals according to a uniform disitibn. Considering only cancellations
and pop-ups, the authors provide an optimizatiodehthat determines a PAAR that
minimizes airborne delay subject to a constrainthr@minimum allowable airport
capacity utilization. This integer programming rebdontains embedded binomial
distributions. The authors also present simulatesults covering all three forms of
demand uncertainty. The results not only proviee& RPAAR setting policies, but also
give an approach to estimating the benefits of cedudemand uncertainty. For
additional details see Bhogadi (2002) and for ateel model Willemain (2002).

4.4 Collaborative Decision Making

The Collaborative decision making (CDM) effort (Bail al, 2001; Ball et al, 20014a;
Chang et al, 2001; Wambsganss, 1996) grew outlesae on the part of both the
airlines and the FAA for improvements in the mannaxvhich GDPs were planned and
controlled. The FAA and, more specifically, the @3CChad realized the need for
more up-to-date information on the status of fligbtirrently delayed due to mechanical
or other problems or even cancelled unbeknowngta ATCSCC. Equally important,
the success of GDPs also depends vitally on tinmébymation regarding airline
intentions vis-a-vis flight cancellations and delayer the next few hours. At the same
time, the airlines did not feel the allocation prdares used by the ATCSQere always
fair and efficient. In addition, each airline wezhto gain more control over how delays
were allocated among its own flights. Thus, bothdhlines and the FAA had specific
(although different) objectives that motivated thgrticipation in CDM.

The CDM *“philosophy”, broadly speaking, represearisapplication of the principles of
information sharing and distributed decision makm@TFM. Specific goals are:

generating a better “knowledge base” by mergingrmftion provided by the
airspace users with the data that are routinelgci@d by monitoring directly the
airspace;

creating common situational awareness by distmigutthe same information to
both traffic managers and airspace users;

creating tools and procedures that allow airspaeesuto respond directly to
capacity/demand imbalances and to collaborate tnaffic flow managers in the
formulation of flow management actions.

4.4.1 CDM Resource Allocation Procedures for Groush Delay Programs

CDM brings new modeling requirements to ATFM reseuallocation problems

including: considering allocation at a more aggtedevel, e.g. by allocating resources to
airlines rather than to individual flights; integrey equity criteria into model objectives
and/or constraints; ensuring that resource allonatiechanisms provide incentives for
information sharing; and developing inter-airli@source exchange mechanisms. These
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concepts evolved in the process of developing rilmgation methods for GDPs. We
describe the GDP procedures here, as well as delatent research and efforts to extend
these ideas to en route ATFM problems.

ration-by-schedulcmm——) cancellations m=——) compression

(RBS) — and
substitutions

Figure 4.2: CDM Resource Allocation Procedures

As discussed in Section 4.2.2, the GDP planninglpro can be viewed as one of
assigning each flight in the GDP to an arrival timierval (or time slot). Figure 4.2
illustrates the GDP resource allocation proceseu@dDM. The FAA, usindration-by-
schedule (RBS$Sprovides an initial assignment of slots to flgghEach airline, using the
cancellations and substitutigerocess, may then cancel flights and modify sdeflight
assignments for its own flights{ra-airline exchange). Thus, although RBS, in concept
allocates slots to flights, the cancellation anlssitution process effectively converts the
slot-to-flight assignment into a slot-to-airlinesggment. The final steppmpression
which is carried out by the FAA, maximizes slotimétion by performing amter-airline
slot exchange in order to ensure that no slot goesed.

The assignment of time slots by RBS can be vievseal imple priority rule. Using the
scheduledarrival order as a priority order, each flighassigned the next available
arrival slot. If this rule were applied to allghits and there were no cancellations or
substitutions, then the flights would arrive inith@riginal sequence, but generally later
in time. Two groups of flights are exempted frdnstbasic allocation scheme: (1) flights
that are currently airborne (clearly these caneahssigned any ground delay) and (2) a
set of flights selected according to the distarfaber departure airports from the GDP
(arrival) airport (Ball and Lulli, 2004). The mo#tion for (2) is to include in the
allocation scheme flights originating from airpattisit are close to the GDP airport and
to exempt flights from airports further away fronetGDP airport. The reasoning is that
flights a greater distance away must be assignaahgrdelays well in advance of their
actual arrival at the GDP airport, e.g. 4 or 5 lsaaradvance. At such a long time before
arrival, there tends to be a greater level of uagaly regarding weather and, as a
consequence, airport arrival capacity. If thesgadht flights are assigned ground delay,
there is a significant likelihood that this grouhelay might prove unnecessary. Thus,
distance-based exemptions constitute a mechanisavéading unrecoverable delay, as
well as for increasing expected airport throughput.

After the round of substitutions and cancellatidhs, utilization of slots can usually be
improved. The reason for this is that an airlifigght cancellations and delays may
create “holes” in the current schedule; that isretwill be arrival slots that have no
flights assigned to them. The purpose of the cosgioe step is to move flights up in the
schedule to fill these slots. The basic premiseruktie algorithm currently used to
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perform compression is that airlines should bedgzack” for the slots they release, so as
to encourage airlines to report cancellations.

FLIGHTS SLOTS FLIGHTS SLOTS
AAB26: 1600 |------- AA826: 1600 |-------
AA290: 1601 cNx | AA290: 1601
UAB87: 1602 |- - - - - UA687: 1602
US322: 1602 |- - - US322: 1602
UA950: 1602 |- - - - - — - UA950: 1602 |- - - - - -
C0822: 1606 |- - - - - - - C0822: 1606 |- -~ -/ - -

UA543: 1606 |- - - - - - - UA543: 1606 |-~/ - - -

AA334: 1607 |- - — - - AA334: 1607

Figure 4.3: Execution of the CDM Compression Algorithm

To illustrate the compression algorithm, consither éxample shown in Figure 4.3. The
left side of the figure represents the flight-designment prior to the execution of the
compression algorithm. Associated with each flighdan earliest time of arrival, and each
slot has an associated slot time. Note that tlseo@eé cancelled flight. The right side of
the figure shows the flight schedule after executtbthe compression algorithm: as a
first step, the algorithm attempts to fill AA's apslot at 16:02-16:03. Since, there is no
flight from AA that can use it, the slot is alloedtto UA, and the process is repeated with
the next open slot, which, using the same logiassgned to US. The process is
repeated for the next open slot, which is now assigo AA. AA thus receives the
earliest slot that it can use. The net resultoofigression in this case can be viewed as an
exchange among airlines of the slots distributeduh the initial RBS allocation.

4.4.2 CDM Concepts, Philosophy and Research Directions

We now investigate the special properties of thevMBsource allocation procedures and
describe how these are being extended and enhanced.

RBS, Compression and Information SharingOne of the principal initial motivations
for CDM was that the airlines should provide upddteght status information. It was
quickly discovered that the existing resource atmmn procedures, which prioritized
flights based on the current estimated time of/alyiactually discouraged the provision
of up-to-date information. This was because, yatipg flight status, the airlines would
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change the current estimate of flight arrival (adtna@lways to a later time), which in turn
changed their priority for resource allocation. e other hand, the RBS priority, which
is based on the (fixed) schedule, does not varty @hnges in flight status. Further, as
in the example of Figure 4.3, compression mosihgt®vides an airline with another
usable slot whenever an announced cancellatiorrggasea slot that the airline cannot
fill via the substitution process.

Properties of RBS:We summarize some basic properties of RBS deriv&tbssen and
Ball (2005a). RBS assigns to each flighg controlled time of arrivalCTA(f). This is
equivalent to assigning a delaiff), to flight, f, given byd(f) = CTA(f) — OAG(f)where
OAG(f)is the scheduled arrival time for All time values are rounded to the nearest
minute under RBS, hence, each delay vdilffigis integer. If we leD equal the
maximum delay assigned to any flight amek |{f : d(f) = i}| fori=0,1, 2, ..., D,then
the important properties ohconstrained RBERBS with no flight exemptions) can be
defined by,

Property 1: RBS minimizes total delay S d(f).

Property 2: RBS lexicographically minimizggp, ..., a, &). That isap is minimized;
subject toap being fixed at its lexicographically minimum val#,; is minimized;
subject to(ap, ap-1) being fixed at its lexicographic minimum valag,, is minimized;
and so on.

Property 3: For any flightf, the only way to decrease a delay vati(, set by RBS is
to increase the delay value of another flight a value greater thai(f).

CDM and Equity: Property 3, which follows directly from Prope@yexpresses a very
fundamental notion of equity that has been appheinumber of contexts (Young,
1994). Itis remarkable that procedures, sudRBS, which were developed in very
practical war-gaming and consensus-building exesdigve such elegant and desirable
properties. On the other hand, this may not bprsing in that these properties
represented the basis for reaching consensusg ifirsh place. The properties show that
unconstrained RBS produces a fair allocation. H@mueone should consider whether the
exemption policies described earlier, in fact,odtice bias. Vossen et al (2003) show
that exemptions do introduce a bias and also desgpriocedures for mitigating these
biases. The approach taken initially computesitimnstrained RBS solution and
defines it as the “ideal” allocation. Optimizatiprocedures are then described that
minimize the deviation of the actual allocationnfréhe ideal. These procedures build
upon approaches developed in connection with jusime (JIT) manufacturing for
minimizing the deviation of an actual productiomadule from an ideal schedule — see
for example, Balinski and Shihidi (1998). The iléag approaches maintain the
exemption policies, but take into account the “adages” provided to an airline by its
exempted flights when allocating delays to its oftights.

Compression as TradingAlthough the initial interpretation of compressis as a slot
reallocation procedure that maximizes slot util@atthere is also a natural interpretation
of compression as an inter-airline trading or bartpprocess (Vossen and Ball, 2005a).
For example, in Figure 4.3, American Airlines “teak] the 1602 — 1603 slot, which it
could not use for the 1606 — 1607 slot, which ulldause, and United Airlines reduced its
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delay by trading the 1604 — 1605 slot for the earli602 — 1603 slot. Vossen and Ball
show that a bartering process can be structured $o produce a result essentially
equivalent to compression. This view of comprassiaggests many possible extensions.
For example, Vossen and Ball (2005b) define a moneplex 2-for-2 bartering
mechanism and show that using this mechanism ddfetgstantial potential for

improved economic performance. Probably the misguing enhancement is allowing
“side payments” with any exchange as well as thegnguand selling of slots. Ball,
Donohue and Hoffman (2005) provide a discussiatmigfand other aviation-related
market mechanisms.

4.5 Air Carrier Response Options

As the implementation of the CDM concept expandsijli become increasingly difficult
to designate certain controls as exclusive torddffic managers or exclusive to the users
(airlines). In this section we describe the typkactions and types of problems that air
carriers can take in response to ATFM initiativasdx on current practices. We start by
noting that the decision on whether or not a fligiktes place on a given day rests with
the airlines, with the exception of extreme circtanses. Further, the airlines generally
control the route choice for a flight subject toxstraints on access to portions of airspace
exercised by ATFM. The airlines can, of coursehair own discretion choose to delay
the departure of flights. On the other hand, ATEéXrcises strong control over the
timing of operations. As described in the previsastion, for GDPs in the U.S., ATFM
also exercises control over flight timing by alloong arrival time slots to airlines, which
in turn allocate the slots to individual flights.

For the case of GDPs, we can model an airlinelsaiese problem as one of assigning
flights to the set of time slots that airline “oWwnA first-level approach to this problem
would select an assignment that minimizes the "aafsthe associated flight delays.
Such models should also consider the possibilith@st of canceling flights. Second-
level models would also consider the downstreamcedfof the delayed flights. For
example, the immediate downstream effect involliesdelays on flights and passengers
outbound from the GDP airport (Niznik, 2001). Bdeaairline network models would
consider the airport arrival slots as a resourdeetallocated as part of a larger
optimization model.

The problem of choosing a route is traditionallgeegsed on a flight-by-flight basis.
There are a variety of safety regulations that tamsthis problem. Typically, weather
conditions, including winds, turbulence, convectagtivity, etc., play a strong role in
solving this problem. Airspace congestion constlens, as well as ATFM control
actions are also playing an increasingly importatd. There can be a high degree of
uncertainty in many of these factors leading torteed for stochastic, dynamic problem
solving approaches — see, for example, Nilim ¢2@01). Furthermore, as CDM
concepts become pervasive, the air carriers majibeated limited airspace resources
that in turn need to be allocated to individuaitilis. Under such a scenario, flight-by-
flight route planning may no longer be viable. g&rHopperstad and Heraldsdottir
(2003) describe a comprehensive optimization mtdlincludes decision variables for
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the three controls described earlier, i.e. fliggmaellations, aircraft route choice and
ground delay. It assumes an environment in whikdpace and airport resources have
been allocated to each airline. This model wald@ed for integration into a
comprehensive Boeing airspace simulation. It bamever, also be viewed as a
prototype for future operational airline decisioonamls.

Sections 6 and 7 describe models for planning adjsts to airline operations based on
day-to-day changes in airspace conditions andhairiesource status. Such models
typically are only invoked in the case of reasogpaufnificant disturbances to “normal”
conditions and the underlying environment is caitegjular operations. While these
models take into account some of the concepts ibesicin this section, a full integration
of the emerging ATFM CDM philosophy with airlinegoining models represents a
research challenge.

5. Simulation Models

Simulation models are useful support tools in usi@erding and visualizing the impact of
certain types of disruptive events on airport,@ace and airline operations and on air
traffic flows, as well as in testing the effectiems of potential responsive actions. This
section reviews briefly some of these tools.

For analyzing impacts at the local airport or aasplevel or for testing the effectiveness
of tactical ATFM actions, simulation models needéohighly detailed. When it comes
to questions at a regional or strategic level, neodea more aggregate nature are often
more appropriate. Detailed (or “microscopic”) siation models of airport and airspace
operations first became viable in the early 1980 tzave been vested with increasingly
sophisticated features since then. The modelthagntly dominate this field
internationally are the Airport and Airspace Sintida Model (better known as
SIMMOD), the Total Airport and Airspace Modeler (AM), and the Reorganized ATC
Mathematical Simulator (RAMS). The first two aredely used in studies dealing with
the detailed planning and design of airports anafmolumes of airspace. SIMMOD is
publicly available through the FAA, but more advath@roprietary versions can be
obtained through private vendors (see, e.g., ATZAID3). TAAM is a proprietary model
(Preston, 2002). Finally, RAMS (Eurocontrol, urethtis also a proprietary model
limited to detailed simulation of airspace openasi@and procedures and is used either as
a training tool for air traffic controllers or fetudies of controller workload in airspace
sectors. To our knowledge, none of these, oradingr, detailed simulation models is
currently utilized on a routine basis as a “remalei support tool for the types of dynamic
tactical or strategic ATFM actions described int®ec4. However, the models have
reached a state of development where such usehisitally feasible. For example, in a
case where a runway at an airport is temporarityobuse (e.g., due to weather
conditions or to a disabled aircraft), one coutdidate and compare the effectiveness of
alternative allocation schemes for the assignmeatrivals and departures to other
runways or of various runway-use sequences. Cetaadi(1997) provides detailed — and
somewhat dated, by now — descriptions of severatascopic simulation models,
including the three mentioned above.
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Another class of models has been developed to suppoe aggregate analysis typically
involving a broader scope than the problems adddesg SIMMOD or TAAM. For
example, NASA has sponsored the development of HAEHture ATMConcepts
Evaluation Tool — Bilmoria et al, 2000). Typiages might involve analyzing the
impact over the entire national airspace of nefiitrlow management initiatives, air-
ground distributed control architectures and deaisiupport tools for controllers.
FACET models system-wide en-route airspace opermtver the contiguous United
States. It strikes a balance between flexibilitgl &delity enabling the simultaneous
representation of over 5,000 active flights on skttlgp computer.

The CDM activities have also required the extensse of human-in-the-loop (HITL)
experiments in order to test new distributed deaisnaking ideas. These experiments
were initially supported by one-of-a-kind computemmunications architectures. More
recently the FAA has funded the development by defviation of the Jupiter
Simulation Environment (JSE). JSE can emulatentbssage stream generated by the
FAA’s Enhanced Traffic Management System (ETMST.MS provides real-time
information on the status of all flights operatinghin the U.S. Airline operational
control centers and FAA facilities can connectithffic monitoring systems to the JSE
and participate in HITL experiments involving neecdsion support tools or operational
concepts. For example, the JSE allowed for thel tasting and evaluation of the slot
credit substitution (SCS) concepts and tools gndheir release.

Simulation models are equally important on thererbperations side. To evaluate the
recovery procedures and plans for fleets and cuewler operational conditions, it is
necessary to have them simulated by a model af@ioperations. MEANS (Clarke et al
2004) and SIMAIR (Rosenberger et al 2002) are sirdlilations. The MIT Extensible
Air Network Simulation (MEANS) can be used to pdhe effects of air traffic control,
traffic flow management, airline operations contintl airline scheduling actions on air
transportation system performance, measured irstefrairport congestion and
throughput, and aircraft, crew, and passenger deldydisruption. MEANS has a
modular architecture and interface, with each medokresponding to a set of
operational decisions made by air transportatiaraioators and controllers. For
example, flight cancellation and re-routing deaisi@re made in the Airline Module; the
amount of traffic allowed between airports is deteied by the Traffic Flow
Management Module; and the sequencing and spatimigecaaft is performed by the
Tower/TRACON Module. This modular structure prasdlexibility for implementing
additional and/or more complex modules without regg changes to the core interfaces.

Another stochastic model of airline operations, 8IM, uses an Event Generator

module to generate events such as arrivals, deparimd repaired planes. The generator
samples random ground time delays, block time dedangl unscheduled maintenance.
SIMAIR contains two modules for decision-makinghelController module maintains

the state of the system. It emulates an Airliner@ponal Control Center in the sense
that it recognizes disruptions and implements recppolicies. If a disruption prevents a
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leg from being flown as planned, the Controlleruesfs a proposed reaction from the
Recovery Module, which it can accept or requestlarptime permitting.

SIMAIR has been used to evaluate the recovery pres and robust plans presented in
several of the papers discussed in Sections 6 adSIMAIR Users Group is in place,
consisting of several research groups and airtimeishave used or contributed to the
development of SIMAIR.

6. Airline Schedule Recovery

When disruptions occur, airlines adjust their ftigherations by delaying flight

departures, canceling flight legs, rerouting aiftcr@assigning crews or calling in new
crews, and re-accommodating passengers. Thegtafind feasible, cost-minimizing
plans that allow the airline to recover from therdptions and their associated delays.
To address this challenge, airlines have estaldigidine Operational Control Centers
(AOCC) to control safety of operations, exchandermation with regulatory agencies,
and manage aircraft, crew and passenger operatidmns AOCC is comprised of (Bratu
2003, Clarke, Lettovsky and Smith 2000, and FNésnyem and White 2000):

Airline operations controllers who, at the helm of the AOCC, are
responsible for aircraft re-routing, and flight catlation and delay decisions
for various types of aircraft.

Crew plannerswho find efficient recovery solutions for crews acwbrdinate
with airline operations controllers to ensure ttatsidered operations
decisions are feasible with respect to crews.

Customer service coordinatorswvho find efficient recovery solutions for
passengers and coordinate with airline operationgallers to provide an
assessment of the impact on passengers of poegpiitations decisions.
Dispatcherswho provide flight plans and relevant informationgilots.
An air traffic control group that collects and provides information, such as
the likelihood of future ground delay programsaidine operations
controllers.
The AOCC is complemented I8tation Operations Control Unitocated at airport
stations, responsible fércal decisions, such as the assignment of flights tegyajround
workforce to aircraft and personnel for passengerise.

Airline operations recovery is replete with chafies, including:

1. The recovery solution must take into account tleemeflying history of the
aircraft, crews and passengers to ensure thatwmlvrules are satisfied,
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aircraft maintenance and safety regulations are pasisengers are transported
to their desired destinations, and aircraft aretijpoeed appropriately at the
end of the recovery period.

2. The recovery solution can utilize additional res@sr, namely reserve crews
and spare aircraft (Sohoni et al 2002 and Sohohinson and Bailey 2003).

3. There are multiple recovery objectives, namely:imining the cost of
reserve crews and spare aircraft used; minimizagg@nger recovery costs;
minimizing the amount of time to resume the origjiplan; and minimizing
loss of passenger goodwill.

4. The recovery problem often must be solved quiakdien within minutes.

To meet these challenges, most airline recoverggases are sequential (Rosenberger,
Johnson and Nemhauser 2003). The first step iprbeess is to recover aircraft, with
decisions involving flight leg cancellation or dgland/or aircraft re-routing. The
second step is to determine crew recovery plasgy@ag crews to uncovered flight legs
by reassigning them or utilizing reserve crewsahy, the third step is for customer
service coordinators to develop passenger re-accoiation plans fodisrupted
passengersA disrupted passenger is one whose plannedatipésbrokenand
impossible to execute during operations becau¥at lkast one of the flight legs in the
itinerary is canceled; or 2) the connection timeuMeen consecutive flight legs in the
itinerary is too short due to flight delays. Whihee AOCC decision process is
hierarchical in nature, airline operations contd| crew planners and passenger service
coordinators consult with one another during thexpss to assess the feasibility and
impact of possible decisions.

This sequential decision process, first aircrégntcrew and finally passenger recovery,
is reflected in the research on airline recovenygsmed to date. In the following
subsections, we present selected airline recoessarch.

6.1 Aircraft Recovery

When schedule disruptions occur, the aircraft recpproblem is to determine flight
departure times and cancellations, and revisedngsifor affected aircraft. Re-routing
options include ferrying (repositioning an aircraithout passengers to another location,
where it can be utilized); diverting (flying to alternate airport); over-flying (flying to
another scheduled destination); and swapping (flegs are re-assigned among different
aircraft). These modifications must satisfy manatece requirements, station departure
curfew restrictions and aircraft balance requiretsegspecially at the start and end of the
recovery period. At the end of the period, airctgbes should be positioned to resume
operations as planned.

The aircraft balance requirements add complexityatacellation decisions. Normally, to
ensure that aircraft are positioned where needég tmwnstream flight legs,
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cancellations involve cycles of 2 or more flighjde To cancel only a single flight lég
and still be able to execute the remaining schedukenecessary to deploy a spare
aircraft of the type assigned the destination of lelg Because spare aircraft are
typically in very limited supply, canceling onlysingle flight leg is not usually an option.

Beyond the inherent complexities of re-routing @ift; scheduling delayed flight
departures and making cancellation decisions, f@ctefe aircraft recovery solution
approach accounts for the downstream costs andcisipa crew and passengers. The
extent to which these complexities are capturadadels varies, with increasing
sophistication achieved over time.

Arguello, Bard and Yu (1997) present an integratiecraft delays and cancellations
model and generate sequentially, for each fleed,tgset of aircraft routes that minimize
delays, cancellations and re-routing costs. Timeidel ensures aircraft balance by
matching aircraft assignments with the actual aftdocations at the beginning of the
recovery period and with the planned aircraft looa at the end of the period (that is,
the end of the day).

The model includes two types of binary decisionaldes; namely, maintenance-feasible
aircraft routes and schedules, and flight candehadecisions. An aircraft route is a
sequence of flight legs spanning the recovery pesath the origin of a flight leg the
same as the destination of its predecessor ireitpeesice, and the elapsed time between
two successive legs at least as great as the mimiameraft turn time. Routes for

aircraft with planned maintenance within the recgyeeriod are not altered to ensure
that the modified routes satisfy maintenance regoents.

Let P be the set of aircraft route®,be the set of aircraft, arkelbe the set of flight legs.
Aircraft route variablex'].‘ equals 1 if aircrafk is assigned to roujeand O otherwise. Its

Ccost, denoteoﬂjk , equals the sum of the delay costs associatedfigkit delays implied

by assigning aircrak to routej. Note thatd}‘ Is infinite for each aircraft route

commencing at an airport location other than thairaraftk at the start of the recovery
period. A flight cancellation variable, denotgg, is set to 1 if flight leg is cancelled

and 0 otherwise. The approximate cost associaithdtie cancellation of each flight leg
i is ¢ ; h, equals the number of aircraft needed at airpastiont at the end of the

recovery period to ensure that the next-day planbeaexecuteds) is equal to 1 if flight
legi is covered by routg and by is equal to 1 if routgends at the airpott

The aircraft recovery model is:
MIN dixs+  cy,

KQ jip s
subject to

41



gx‘+y =1  forallflight legs, (1)

kiQ “ F,btjx'].‘ =h, for all airports at the end of the recovery period (2)
kl Qxl'j‘I F’:1 for all aircrafk (3)
;';PT {01} for all routes j and aircraft k (4)
y, 1{01}  forall flightsiin F. (5)

Constraints (1), together with constraints (4) é)drequire each flight to be included in
an assigned route or to be cancelled. Constréhesnsure that at the end of the day
(that is, at the end of the recovery period), aitcare repositioned so that the plan can be
resumed at the start of the next day. Finallyst@mnts (3) enforce the requirement that
each aircraft be assigned to exactly one route w@ncing at its location at the start of
the recovery period. The objective is to mininiiaght cancellation and delay costs.

A challenge in formulating this model is to estim#te objective function costs.
Because passengers and crews often travel on hmamreohe aircraft route, the costs of
delays and cancellations cannot be expressed gxeact function of a single flight-leg,
or as a function of a single aircraft routing. téal, these costs depend onphéas or
subset®f flight legs comprising the passenger and cremnegtions. Hence,
approximate delay and cancellation costs are us#dteimodel.

The Arguello, Bard and Yu model and heuristic goluapproach is applied to a
relatively small data set representing the Contalehirlines flight schedule for Boeing
757 aircraft, with 42 flights, 16 aircraft, and aBport locations. They report that for
over 90% of the instances tested, their approastiymes a solution within 10% of the
lower bound within 10 CPU seconds.

Rosenberger, Johnson and Nemhauser (2003) exteddhello, Bard and Yu model to
include supplementarsiot constraints.Let A equal the set of allocated arrival slots,
R‘(a) equal the set of routes for aircrifthat include legs landing in arrival statand let
|H (j,a)| represent the number of flight legs in roptesing slota. Then, the slot

constraints are of the form:

H(j.a)x{ £a, for ala in A (6)

TR (@)K Q

These constraints ensure that the number of air@nading in each allocated time slot in
the recovery period does not exceed the airpaggicted capacity, as mandated by
ground delay programs, described in Section 4. ithatdhl work on recovering airline
operations under conditions of insufficient airpoaipacity are reported in Vasquez-
Marquez (1991), Richetta and Odoni (1993), HofflE807), Luo and Yu (1997),
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Andreatta, Brunetta and Guastalla (2000), Carl200@), Chang et al (2001), and
Metron Inc. (2001).

The body of literature on aircraft recovery is gnogvas information technology
capabilities expand. Selected additional referemeelude Teodorovic and Guberinic
(1984), Teodorovic and Stojkovic (1990), Jarrahl€i993), Teodorovic and Stojkovic
(1995), Yu (1995), Mathaisel (1996), Rakshit, Knamurthy and Yu (1996), Talluri
(1996), Yan and Yang (1996), Yan and Young (19@8) and Kanafani (1997), Clarke
(1997), Lettovsky (1997), Yan and Lin (1997), Yada u (1997), and Thengvall, Yu
and Bard (2000).

6.2 Expanded Aircraft Recovery

Bratu and Barnhart (2005a) analyze the operatibaswajor U.S. airline for the months
of July and August 2000, and report that:

(a) Flight delays are not indicative of the magaé@wf delay experienced by disrupted
passengers. On the same day that disrupted passengerienced average delays of
419 minutes, the average delay of non-disruptedgagers was only 14 minutes, nearly
matching the average flight delay that day; and

(b) Disrupted passenger delays and associatedaesssgnificant. Bratu and Barnhart
estimate for the airline they study that disrugtedsengers represent just about 4% of
passengers but account for more than 50% of thégassenger delay. Associated with
these disrupted passengers are direct and indiostd, which can include lodging,
meals, re-booking (possibly on other airlines), boss of passenger goodwill.

Bratu and Barnhart conclude that delay cost eséistitat do not take into consideration
the costs of disruption cannot be accurate. Reaezwmgnthis, Rosenberger, Johnson and
Nemhauser (2003) expand their aircraft recoveryehtwlidentify disrupted crews and
passengers, and their associated costs, by adolirstraints and variables to: (i) compute
the delay of each flight leg that is not cancell@gldetermine if a connection is
disrupted; and (iii) identify disrupted crews arakpengers. They then estimate delay
costs, separately, for disrupted passengers amg camd for non-disrupted passengers
and crews. These, in turn, are included in theahbje function of their extended model
to achieve a more accurate estimate of delay costs.

To solve their model, Rosenberger, Johnson and Ildesdn limit the number of aircraft
routes considered using an aircraft selection k&ain which routes are generated only
for a selected subset of aircraft. They evaluad@ approach using a stochastic model
(Rosenberger et al, 2002) to simulate 500 day#lofe@operations. Simulated
disruptions include two-day unscheduled maintenaietays and severe weather
disruptions at hub airports. They compare theltesdi their extended model that
accounts for crew and passenger disruptions witketlof the simplified model. They
report that, compared to the simplified model’suohs, those generated with the
extended model exhibit significant reductions isgEnger inconvenience and
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disruptions, at the expense of on-time schedulpeance degradation, increased
overall delay, and increased incidence of flightasdlation.

Bratu and Barnhart (2005b) report similar findingshey also consider disrupted
passengers and crews, and develop an aircrafteecawdel to determine flight
departure times and cancellations that minimizevery costs, including the costs of re-
accommodating disrupted passengers and crewsutiagaircraft, and canceling flight
legs. Unlike many of the more recent models, tagaraft routing decision variables are
flight-leg based, rather than route-based. Thdsices the number of decision variables
significantly, allowing them to generate recoveojusions for aircraft, crew and
passengers simultaneously. To ensure the saisfaut maintenance requirements, they
do not allow modification of routes fonaintenance-criticahircraft, that is, aircraft for
which maintenance is scheduled that day. Theyappir approach to problem
instances containing 303 aircraft, 74 airport lmoe (3 of which are hubs), 1088 flight
legs per day on average, and 307,675 passengamatiies. They achieve solutions
within 30 CPU seconds on a PC and report expeetduactions of more than 40% in the
number of disrupted passengers, more than 45%einumber of passengers required to
overnight at a destination other than that planaed, more than 33% in the total delay
minutes of disrupted passengers. To achievettited, delay minutes of non-disrupted
passengers increased by 3.7% and the airline’syumgerformance, as measured by the
US DOT 15-minute on-time performance metric, woeskIThis is an expected result
when one considers that intentionally delayingrafitachat otherwise would be on-
schedule can reduce passenger misconnections aoe, meduce overall passenger
delays.

6.3 Crew Recovery

Although aircraft recovery decisions repair brokémraft schedules, they often result in
the disruption of crew schedules. Flight cancitet, delays, diversion and swap
decisions, together with crew illness, all resnlthie unavailability of crews at the
locations needed.

Crew recovery options includkeadheadingf crews (i.e. repositioning crews by flying
them as passengers) from their point of disruptiotne location of a later flight leg to
which they are assigned. Once repositioned, #scan then resume their original
work schedule. Another option is to assigeserve crewo cover the flight legs left
unassignedby the crew disruption. Reserve crews are backrews, not originally
assigned to the flight schedules, but pre-positicatecertain locations and available to
report to duty, if needed. They are guaranteednamm monthly salary, whether or not
they are called into work, and they are limitectmaximum number of flying hours per
month. In addition to possibly incurring additibme@serve crew costs when using reserve
crews, airlines usually must also pay teplacedcrew theentireamount originally
planned, even if the work was not performed. Adhecovery option is to reassign a
crew from its original schedule to an alternatigckelule. In this case, the new
assignment must satisfy all collective bargainiggeaments and work rule regulations,
including maximum crew work time, minimum rest tinmeaximum flying time,

44



maximum time-away-from-home, etc. When reassigoeslys are typically paid the
maximunof the pay associated with the original scheduleitr the new schedule to
which they are assigned.

The crew recovery problem then is to construct selaedules for disrupted and reserve
crews to achieve coverage of all flights at minimewst. Because crew costs constitute a
significant portion of airline operating costs, sed only to fuel costs, crew planning has
garnered significant attention. Crew recovery, éogy, has received much less
attention. One reason is that the crew recoveslpm is significantly more difficult.
First, because of the time horizon associated wgitbvery operations, recovery solutions
must be generated quickly, in minutes instead efthurs or weeks allowed for planning
problems. Moreover, information pertaining to tbeation and recent flying history of
each crew member must be known at all times inrdalgenerate recovery plans for the
crew that satisfy the myriad of crew rules andestdive bargaining agreements. Finally,
the objective function of the crew recovery problismmulti-dimensional. Researchers
often cast the crew recovery objective as a bldmdioimizing the incremental crew

costs to operate the modified schedule, while n&tigrto the plan as quickly as possible
and minimizing the number of crew schedule chamgade to do so. By limiting the
number of crews affected, the quality of the oradjicrew plans will be preserved to the
greatest extent possible. Moreover, returningado ps quickly as possible helps to avoid
further downstream disruptions to aircraft, crewd @assengers.

Due to these challenges, the crew recovery litezaturelatively limited. Although both
cabin and cockpit crews are disrupted and museb@vered, most recovery research
focuses on cockpit crews, who are both more casttymore constrained than cabin
crews. Pilots have fewer recovery options bec#usg are qualified to fly only aircraft
types with the same crew qualifications.

Yu et al (2003) focus on cockpit crews and presetrew recovery model and solution
approach. They consider a set of aircraft typeb thie same crew qualifications and a
set of crews who (i) are qualified to fly theseceaift; and (ii) are disrupted or are
candidates who are likely to improve the crew recg\solution througlswaps For

each of these crews, they construct a s&asiblepairings, each beginning at the crew’s
current location and commencing at or later thantitme at which the crew is available.
Moreover, the generated pairings satisfy all waillkes and regulations, considering the
amount of work completed by the crew up to the poirdisruption. Pairings selected in
the recovery solution satisbover constrainte&nsuring that each flight leg is either
cancelled or assigned to one or more crews. Wl than one crew is assigned, the
additional crews are deadheaded and repositiondgtiohome location or to another
location where they can resume work. The objegivwe minimize the sum of: (1)
deadheading costs; (2) modified crew schedule casts(3) cancellation costs due to
leaving flight legs uncovered.

Yu et al define the following sets and parameters:

e equipment type (consisting of one or more crew catibfe aircraft types)
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set of active flights to be covered by crewsaiipment typee

:< set of active and reserve crews available forpgent typee
Jy set of potential feasible pairings for crew

c'j‘ cost of assigning crelwto pairingj

u, cost of not covering flight leg

o cost of not assigning a pairing to crew

d, cost of each crew deadheading on flight

equal to 1 if flight leg is included in pairing; and 0 otherwise.

The variables are:
X3 equal to 1 if crevk is assigned to pairing; and O otherwise

z, equal to 1 if crevk has no pairing assigned; and O otherwise
Y, equal to 1 if flight leg is not covered (is cancelled); and O otherwise
S equal to the number of crews deadheading ontfleg.

They then formulate the crew recovery problem as:

MIN  cixj+ uy+ qaz+ ds
kI K jl g il k K 1il
subject to

~ ayxjty-s=1 foralli/l (7)
Ko jiJ,

X +z, = for allk/ K (8)
i3
x: 7 {0,1} for allk/ K, allj/ J (9)
y, /7 {0,1} for all f/ | (10)
Z*7 {0,1} for all k/ K (11)
s,/ {0,1,2,...} for all /1. (12)

Constraints (7) ensure that all flight legs arecedled or covered at least once, wsth
representing the number of crews deadheading gint fiegi. Constraints (8) determine
whether crevk is assigned to a pairing or must be deadheadéds toew base, that is, its
domicile. Integrality of the solution is guararddey constraints (9)-(12).

Yu et al state that, for typical instances, theeeraillions of potential crew pairings and
hence, the size of the crew recovery model renebast solution approaches impractical.

46



Using a procedure of Wei, Yu and Song (1997), $egrch heuristically for solutions.
They modify or generate a few pairings at a time @st the quality of the solution, and
then repeat the process if necessary. Using dataded by Continental Airlines, they
evaluate their heuristic approach on instancesesponding to disruptions affecting 1-40
flight legs of the airline’s Boeing 737 fleet. Wil 8 minutes at most, they generate
near-optimal solutions, achieving at most an ave&#)p optimality gap.

Lettovsky (1997) and Lettovsky, Johnson and Neméra{Z)00) present a similar model,
but they include additional constraints restrictihg number of crews deadheading on
each flight leg to the maximum available capacitoreover, their flight cancellation
costs include costs of re-assigning passengerthé&s Bights, associated hotel and meal
costs, and estimates of the loss of passenger gihodivey design a heuristic solution
approach for their model that keeps intact as nasnyossible of the crew schedules,
altering only those of disrupted crews and of a &lditional crews who greatly facilitate
the recovery of crew operations. In restricting et of crews for which new schedules
are generateayptimality of the original crew schedules is preserved fewsrnot

affected by modifications to the plan, and the sizehe problem is contained, improving
tractability and allowing quicker solution timekettovsky and Lettovsky, Johnson and
Nemhauser describe heuristics to select the crdwesevschedules might be altered.

Stojkovic, Soumis and Desrosiers (1998) also addies operational crew scheduling
problem, and present a set partitioning model abchach-and-price algorithm to
determine modified monthly schedules for selectesvanembers. The objective is to
cover all tasks at minimum cost while minimizing thumber of changes to the planned
crew schedules. They generate test problems faormgs of a U.S. airline and report
that quality solutions are obtained in reasonalfetimes.

6.4 Passenger Recovery

Just as aircraft recovery decisions result in aleskuptions, aircraft and crew recovery
decisions lead to passenger disruptions. Thesteptof the recovery process then is to
reassign disrupted passengers to alternative diiigs; commencing at the disrupted
passenger locations after thawailabletimes, and terminating at their destination, or a
location nearby. Disrupted passengers can beressig itineraries beginning at least
some minimum connection time after the time ofrtkdésruption. Only disrupted
passengers can be reassigned, and non-disrupteehgass cannot be displaced by
reassigned passengers. Clarke (2005) presentdingpsigategies for re-accommodating
passengers who are disrupted by operations, ochBdsile changes resulting from
considerations such as revenue management. BarKkhéder and Lohatepanont (2002)
cast this problem as a multi-commodity network flpsblem. They lex, represent the
number of disrupted passengers originally schedotteitineraryp who are re-
accommodated on itinerary In addition to other itineraries offered by tudine,
passengers can be accommodated on itinerariegdtigrother airlines, or itineraries on
different modes of transportation. In fact, amadate itinerary might be thmull itinerary
representing canceled trips, a valid choice fospagers who are disrupted before
departing their origin. The planned arrival timerege destination of itineranyis I(p),
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anda(r) represents the actual arrival time at the destnaif itineraryr. The set of

flight legs isF; dr is the number of seats available for disruptedgagers, that is, the

total number of seats less the number of seataxatiy non-disrupted passengers, on
flight f; of equals 1 if flight is contained in itinerary, and equals 0 otherwisandn, is

the total number of disrupted passengers of pypehe passenger re-assignment model is
then formulated as:

MIN @(r) - 1(p)x; (13)
pl P T R(p)
subject to
d,"x; £d, for allf/ F (14)
pl P T R(p)«
X =n, for allp/ P (15)
T R(p)
x; 7 {0,1} for allp/ P, allr/ R(p). (16)

The objective (13) is to find the disrupted passemgassignments that minimize the

total delay experienced by disrupted passengdightiEapacity constraints (14) ensure
that only seats not occupied by non-disrupted pagss are assigned to disrupted
passengers. Constraints (15) and (16) ensuredcatdisrupted passenger is reassigned,
albeit perhaps to the null itinerary.

The passenger re-assignment model can be solvetlyeXaut its solution time can
become prohibitive for real-time operations asrtbimber of disrupted passengers grows,
thus causing the need for column generation sal@pproaches to be employed. Bratu
and Barnhart (2005a), however, solve this problesmgua flexible heuristic, termed the
Passenger Delay Calculatathat allows passenger recovery policies (sucheagiént
flyers first, or first-disrupted-first-recovered) be enforced. Using their Passenger
Delay Calculator, Bratu and Barnhart analyze twanths of airline operations and
recovery data for a major airline, as well as nwusrsimulated scenarios. They
conclude that:

1. Connecting passengers are almost three times ikehg to be disrupted than
passengers without connections. However, conrgptissengers who miss their
connections are often re-accommodated on thestalternative itineraries, that
is, on itineraries that arrive at their destinasiah the earliest possible time, given
the timing of the disruptions. In comparison, oabout one-half of the
passengers disrupted by flight leg cancellatioeseraccommodated on their
best itineraries. This occurs because the numbiszonnecting passengers per
flight leg is small relative to the number of pasgers disrupted by a flight leg
cancellation.
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2. The inability to re-accommodate disrupted passengertheir best itineraries is
exacerbated by high load factors, with averageydeladisrupted passengers
increasing exponentially with load factor.

3. Alternative metrics measuring schedule performanagely flight cancellation
rates and the percentage of flights delayed by rinane 45 minutes, are better
indicators of passenger disruptions than the US D&®MMminute on-time
performance metric.

7. Robust Airline Scheduling

Robust planning attempts to deal with data unagstan a planning model. In airline
schedule and resource allocation planning, thexéves primary sources of uncertainty:
passenger demand and schedule execution. Heralwdeaal with uncertainties in the
execution of the planned schedule.

In the traditional stochastic programming appro@ctobust planning, it is necessary to
estimate the probability of each possible outco@eae then minimizes the expected cost
of the planning decisions plus the cost of the vecpthat takes place as a result of the
decision and outcome. Unfortunately, this apprdaacdompletely intractable in the case
of airline planning at present because one hasabwlith literally millions of very low
probability events. Moreover, there is no obviawg/ to aggregate meaningfully these
events in a way that would simplify the analysise@ould consider planning for only
the worst possible outcome, but this would bedardonservative and costly.

Nevertheless, the basic idea of including the gdted costs of recovery into the
planning model can be very useful. A planner néedkink of an optimal plan as being
one for which the combined planned and recoverysctisat is, the realized costs, are
minimized. This definition of optimality is at odavith the one typically employed by
airline optimizers, who have historically excludedovery costs and optimized only
planned costs. In doing so, resource utilizatiomaximized, with non-productive time
on the ground, i.eslack time minimized. Lack of slack, however, makes itidifft for
disruption to be absorbed in the schedule anddithi# number of options for recovery.
One should not think of this omission as an ovéitsig the part of the airlines. Rather,
it is based on recognition of the inherent difftgudf including recovery costs in a
planning model.

Enhancing schedule planning models to accountefmwvery costs presents both
modeling and computational challenges. A numbeeséarchers have begun to
consider this challenge, recognizing that robushping is a problem rich in opportunity
and potential impact. To facilitate the generatddnobust plans, they have developed
various proxies ofobustnessmainly focused on findinflexible plans that provide a rich
set of recovery options for passengers, crews aochfi; or plans that isolate the effects
of disruptions, requiring only localized plan adjusnts.
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In the following subsections, we highlight selectealk on robust airline planning, while
outlining briefly the various modeling and algoritlt approaches employed.

7.1. Robust Schedule Design

In this section, we describe some recent workrigatesents a step towards achieving
flight schedule designs that are resilient wherores to passenger disruption. It
extends the cost minimization approaches desciib&mpson (1966), Chan (1972),
Soumis, Ferland and Rousseau (1980) Etschmaiekatithisel (1985), Berge (1994),
Marsten, Subramanian and Gibbons (1996), Erdmaah(&099), Armacost, Barnhart
and Ware (2002) and Lohatepanont and Barnhart {2004

Lan, Clarke and Barnhart (2005) develop a new aggr@o minimize the number of
passenger misconnections by re-timing flight depag, while keeping all fleeting and
routing decisions fixed. Moving flight leg departimes provides an opportunity to re-
allocate slack time to reduce passenger disrupaaodsmaintain aircraft productivity.
Levin (1971) proposed the idea of adding time wimgldo fleet routing and scheduling
models. Related research can be found in Desasleieal (1997 ), Klabjan et al (2002),
Rexing et al (2000) and Stojkovic et al (2002).

To illustrate the idea, consider the example iruFeég 7.1a, 7.1b and 7.1c. In the planned
first-in-first-out aircraft routing, flight ledl is followed by legf2 in one aircraft’s

rotation, and led3 is followed by leg4 in another aircraft’s rotation. Assume tifitats
typically delayed, as indicated in Figure 7.1a.c&ese insufficient turn time results from
the delay, some of the delayffiowill propagate downstream {8, as shown in Figure
7.1b. Then, assuming thi&is typically on-schedule, expected delays are redinxy
changing the planned aircraft rotationgtdollowed byf4, andf3 followed byf2, as

shown in Figure 7.1c.

Lan, Clarke and Barnhart apply their re-timing middehe flight schedule of a major

U.S. airline and compare passenger delays andpdiigns in the original schedules with
those expected from the solutions to their re-tgnimodel. They find that a 30-minute
time window, allowing each flight leg to departabst 15 minutes earlier or later than in
the original schedule, can result in an expectddaon in passenger delay of 20% and a
reduction in the number of passenger misconnecbbabout 40%; a twenty-minute

time window can reduce passenger delays by ab@&atd®l reduce the number of
passenger misconnections by over 30%; and, finaltgn-minute time window can
reduce passenger delays by roughly 10% and passamgnnections by 20%.
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Figure 7.1a: First-In-First-Out Routings and Delayed Flightgifé
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Figure 7.1c: Revised Routings Minimizing Delay Propagation

7.2 Robust Fleet Assignment
Rosenberger, Johnson and Nemhauser (2004) presanist fleet assignment approach,

building on the work reported in Barnhart et al488). They identify hub inter-
connectivity as an important indicator of scheduoleustness. Because schedules are
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sensitive to disruptions at hubs, a more robustdagle is one in which hubs asslated

to the greatest extent possible. They quantifydégree to which a hub is isolated using
ahub connectivitynetric; the smaller the value of hub connectivityg more isolated the
hub.

Rosenberger, Johnson and Nemhauser charactenbeist fleet assignment as one with
limited total hub connectivitgnd manyshort cyclegcycles with a small number of
flight legs). Short cycles allow an airline to lithe number of flights cancelled when a
cancellation is necessary, thereby lessening tpacatof disruptions and facilitating
recovery. They led denote the set of fleets aBdbe the set a$trings or sequences of
flight legs beginning at a hub, ending at a huld, #own by the same aircraft. The hub
connectivity metridys for strings/ j/ equals the number of legs in
sif sbegins and ends at different hubs, and equalséwite. The maximum value of
hub connectivity is specified by a threshold valud=or each fleet typg and string

s/ ¢sis the cost of flying with aircraft of typej and decision variabbesequalsl if j is
assigned ts, and0 otherwise. The set of feasible fleet assignmehiti®ons is . Their
model to determine robust fleet assignments withikalation and short cycles is then:

MIN CisXs
gs jiJ
subject to
hexs £V
dsi 3
xl c.

The objective is to find the minimum cost fleetigament with total value of hub
connectivity not greater than They propose a related model in which the objecs to
maximize hub isolation and limit total fleeting t®$o some pre-specified threshold.
Using SIMAIR, they compare the solutions to theiust fleet assignment models with
those obtained solving a traditional FAM model.eymeport that with small increases in
planned costs it is possible to reduce cancellatsgnificantly and also improve on-time
performance.

Smith (2004) focuses on the revenue aspects oktobss in fleet assignment. He adds
purity to fleet assignment solutions, which means thdinhiés the number of fleet types
at spokes to at most one or two. This, of coursgeases planned cost, but purity adds
robustness in operations by enhancing the poggibilicrew swaps. It also decreases
maintenance cost because the need for spare pagduced. Interestingly, adding the
upper bound constraints on fleet types at spokéesthe FAM model much harder to
solve. Smith introduces a station decompositiqrr@gch to solve this more difficult
FAM model.
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7.3 Robust Aircraft Routing

Maintenance routing, as surveyed in Klabjan (20pB)yides an attractive opportunity
for adding robustness because modifying routeahmmimal impact on planned cost.
Therefore it is not necessary to make an expliadeoff between planned cost and
robustness.

7.3.1 Degradable Airline Scheduling

Kang and Clarke (2002) attempt to achieve robusthgssolating the effects of
disruptions. They partition the legs of the fligishedule into independent sub-networks,
which are determined through alternative modelsapptoaches, each applicable at a
particular step of schedule planning, such as sdbeatkesign, fleet assignment, or aircraft
maintenance routing. The model solutions are cam&d to ensure that aircraft (and
ultimately, crew) are assigned only to flight legshin a single sub-network, prohibiting
them to operate between sub-networks. (Passerayetise other hand, can travel within
multiple sub-networks.) The sub-networks are jirzed based on the total revenue of
the flights legs they contain, with the maximumemsue sub-network having the highest
priority. When disruptions occur, the top priorgiyb-networks are recovered first,
shielding the associated crew, aircraft and passsrig the greatest extent possible from
the resulting delays. This has the effect of rafeq disruptions to the low priority sub-
networks, and minimizing the revenue associatell délayed and disrupted passengers.

An advantage of the approach of Kang and Clarkleasit can simplify recovery.
Because delays and propagation effects are codtaiitiein a single subnetwork, the
recovery process needs only to take correctiveaacn the flights in the affected
subnetwork, and not on the entire airline network.

7.3.2 Robust Aircraft Routing: Allocating Slack toMinimize Delays

Lan, Clarke and Barnhart (2005) propose aircraftingg models and algorithms aimed at
minimizing delay propagation and passenger delaydssruption. They partition flight
leg delays into two categories, namely: propagdeddy, that is, delay occurring when
the aircraft to be used for a flight leg is delapedits preceding flight leg; and non-
propagated, or independent, delay. Propagated tetafunction of an aircraft’s routing,
while non-propagated delay is not. The premiseetygithg their approach is that
propagated delay can be reduced through intelligeataft routing, that is, by allocating
slack optimally to absorb delay propagation. Bjyu@ng propagated delay, they expect
to achieve a corresponding reduction in passerglaysl

Using historical delay data, they first estimate éxpected independent delay for each
flight leg, and then, using these estimates, comfhé expected propagated delay for
each possible aircraft routing by sequentially catmg the earliest departure time for
each subsequent flight leg in the routing, givemekpected independent delay for that
flight leg plus the resulting propagated delay acuglated to that point. Next, for each
fleet type, they solve daily model (that is, one that assumes the flight sdleedpeats

53



daily) to select aircraft routes that satisfy mam@nce requirements while minimizing
propagated delay. In their model, they3dte the set of feasiblrings where a string

is a sequence @bnnectedlight legs (that is, the departure station faghk legf is the
same as the arrival stationftdf predecessor and the departure time of flighf légynot
earlier than the arrival time plus minimum turn éirof flight legf’'s predecessor)
beginning and ending at a maintenance station attdelapsed time not greater than the
maximum time between maintenance checks. Thef skily flight legs isF, F* is the

set of flight legs originating at a maintenanceista andF is the set of flight legs
terminating at a maintenance station. The setadry arcs (including the overnight or
wrap-around arcs to ensure that the flight schedaterepeat daily) is denoted B8y

The set of strings ending with flight legs S, and the set of strings beginning with flight
legiis §*. They include one binary decision variakjéor each feasible string and
ground variableg to count the number of aircraft on the ground aintenance stations.
The delay propagated from flight le¢p flight legj if flight leg i and flight leg are in
stringsis pd;®. If flight legi is in strings, as equals 1, otherwise it equals 0. Ground
variabley; 4~ equals the number of aircraft on the ground beflayet legi departs, and
ground variablg 4" equals the number of aircraft on the ground afightflegi departs.
Similarly, ground variablg; 5 equals the number of aircraft on the ground beflaybt

legi arrives, and ground variabyg," equals the number of aircraft on the ground after
flight legi arrives. Theount timeis a point in time when aircraft are counted. The
number of times string crosses theount timeis rs ; py is the number of times ground arc
g crosses the count time; aNds the number of planes available.

The model to determine robust aircraft routes is:

MIN E( pd;x) =E( %, pdj)=MIN( XE(  pd;)) 17)
95 (i s g5 (i, ds  (ils
subject to
a.x, =1 for alli/ F (18)
ds
Xs - Vig +Yig=0 for alli/ F* (19)
d si*
Xs - YiatYia=0 for alli/ F (20)
dsi
rXs+t  Pgyy £0 (21)
ds gl G
y, 30 forallg/ G (22)
x. 1 {01} for alls/ S. (23)
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The objective (17) is to select strings that mizienihe expected total propagated delay.
Constraints (18) ensure that each flight leg is@oed in exactly one string, while
constraints (19) and (20) guarantee that the numib&rcraft arriving at a location equal
the number departing. Constraint (21) ensuresthigatotal number of aircraft in the
solution does not exceed the number available. {@ants (22) and (23) guarantee a non-
negative number of aircraft on the ground at allets, and ensure that the number of
aircraft assigned to a string is either O or 1peesively. Because each ground variable
can be expressed as a sum of binary string vasiatile integrality constraints on the
ground variables can be relaxed (Hane et al 1995).

Their solution approach applies the branch-andepalgorithm (Barnhart et al, 1998),
with column generation to enumerate a relevantedutifsstring variables. They apply
their approach to four different networks, eachregponding to a different fleet type
operated by a major US network carrier. They complagir robust routing solution with
the routing solution generated by the airline astiheate that their solution can yield
average reductions of 11% in the number of diskdiptessengers, and 44% in total
expected propagated delay minutes. They furthmarteéhat their solution corresponds to
an expected improvement of 1.6% in the airline’p&ément of Transportation (DOT)
on-time arrival rate. This is significant becaask.6% improvement would allow the
airline to improve its position in the DOT'’s airéiron-time rankings, which are publicly
available and are often cited as an important atdicof airline performance.

7.3.3. Robust Routing through Swap Opportunities

Ageeva and Clarke (2004) use the constraints oétitireg-based routing model of Lan,
Clarke and Barnhart (2005) but change the objedtimetion to optimize a different
robustness criterion. They attempt to bdikckible aircraft routings with maximal
potential for modification during recovery by adglia reward for each opportunity to
swap aircraft. Their objective is to maximize thenber of swap opportunities in the
routing solution. Aircraft swapping is possibleavhthe routings of two aircraft intersect
at least twice. To understand how swaps can ntitiee impact of a delayed or
unavailable aircraft, consider an example in wlachraftalis scheduled to depart
stations at timet1 but is delayed until tim&. Further, assume that aircraf2 is
scheduled to depastat timet3 (with t3>t2>t1) but is available for departure tat
Without swapping, the flight legs assigned to a@fical experience delays as great2s
— t1,while the flight legs assigned to aircraft are not delayed. With swapping,
however, none of the flights legs originally assidro 4 or a2is delayed.

Ageeva and Clarke measure thbustnes®f their solutions using ampportunity index
defined as the ratio of the number of actual te@poal intersecting partial rotations.

They report that using their approach, optimal €asé maintained and robustness of the
aircraft routing solution, as measured by the ofywoty index, are improved up to 35%
compared to solutions generated by a basic romtiodel devoid of robustness
considerations.
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7.4 Robust Crew Scheduling

The crew pairing problem, with a focus on minimgpiannedcrew-related cost, has
been studied by many researchers. Survey papehe@ubject include Yu (1997),
Desaulniers et al (1998), Clarke and Smith (200@) Barnhart et al (2003a). The focus
of the more recent body of researchrobustcrew scheduling has instead been on
minimizing realizedcost. The underlying motivation stems from theesbation that the
realized cost associated with a crew pairing sotutiften differs significantly in practice
from the planned cost. Large additional crew castsincurred, for example, when
reserve crews are called in to complete work assida disrupted crewmembers no
longer able to perform their originally assignedrkvoThe causes might include
crewmembers in the wrong location due to one orenflaght leg cancellations, or
crewmembers reaching the limit on the maximum adlol duty time before completing
their work due to flight delays. The resulting timereases can be of the order of many
millions of dollars for a large airline. To addsdhis issue, researchers, such as Ehrgott
and Ryan (2002), Schaefer et al (2005), Yen angeBj2000), and Chebalov and Klabjan
(2002) have developed approaches to minimize threafplannedandunplanned crew
cost.

7.4.1 Robust Crew Pairing: The Role of Crew Conneins between Different
Aircraft

Ehrgott and Ryan (2002) propose an approach tombaleosts and robustness in
generating crew pairing solutions. For each pgijrthey compute its value abn-
robustnesdy approximating downstream effects of delays mithe pairing. In their
approximation, the value of non-robustness is #errews do not change planes, but
equals the potential disruptive effects of deldyke plan requires crews to connect
between different aircraft. The objective is tanmiize the value of non-robustness,
while maintaining the cost of the correspondingrcpairing solution to less than that of
the minimum-cost crew pairing solution plus some-gpecified positive value.

Ehrgott and Ryan report that small increases ih &it®v considerable robustness gains.
In one instance, by increasing costs by less thantliey were able to reduce their metric
of “non-robustness” by more than 2 orders of magtgat Their more robust solutions are
characterized by longer ground times between sanae8ights on different aircraft
within a pairing; fewer aircraft changes within fiags; slightly longer duty times; and a
slight increase in the number of pairings in thieitson.

7.4.2 Minimizing Expected Crew Costs

Yen and Birge (2000) and Schaefer et al (2005) Idevapproaches that include both
planned and unplanned costs in the objective fanaif the crew model. Yen and Birge
develop a stochastic crew scheduling model anagespaonding solution approach, while
Schaefer et al solve a deterministic crew pairirabfem with an objective to minimize
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expectedctrew pairing costs. In Schaefer et al, expectetiscare approximated for each
pairing under the assumptions that there are moaotions between the pairings and
recovery is achieved simply by delaying the neghti in the pairing until the crew is
available (pushback). Pushback recovery helpsdiify the no interactions
assumption, but much more sophisticated recoverggutures are used in practice at
hubs. Even with these simplifying assumptionss &till not possible to calculate the
realized cost of pairings analytically. Thus tlostoof each pairing considered in the
optimization is determined by Monte Carlo simulatio

Schaefer et al denot& as the set of feasible pairingsthe set of flight Iegs’c}j the
expected cost of pairigand leta; equal 1 if flight leg is covered by pairing. The

decision variablex, , for all allj/ P, equals 1 is pairingis included in the solution, and
equals 0 otherwise.

The robust crew model of Schaefer et al is:

MIN € x, (24)
i
subject to
ax;, =1 foralli/ F (25)
i
x, T {01} for allj/ P, (26)

The objective (24) is to minimize the expected comsts associated with the pairings in
the solution. The set of selected pairings mustain each flight leg exactly once (25).

Crew schedules obtained with these expected pasosts are compared with those
obtained by using the standard deterministic castsalso a set of penalty costs whereby
attributes of pairings that might lead to poor @penal performance are penalized. The
attributes considered are sit times between fliglitsn a crew changes planes, flying and
elapsed times of duties, and rest time betweemslufThe operational performance of
crew schedules are evaluated using SIMAIR, witly omild disruptions considered, that
is, individual delays rather than major disruptiensh as those which reduce airport
capacity. The standard cost measureTE, which is total cost in minutes of pay minus
minutes of flying time divided by flying time, issad to compare schedules. For the
fleets considered from a major airline, the planR@@s were typically in the 2 - 4 %
range and increased only slightly when either tipeeted costs or penalty costs were
used. The operational FTCs ranged from 4% to 98onsre lowest for the expected

cost method and very close to a lower bound. Hewem an absolute sense the
expected cost solutions performed only marginadtitdr than the deterministic solutions

57



perhaps because of the assumption of mild dismptmly. Note that more severe
disruptions would have invalidated the pushbackmagsion.

7.4.3 Move-Up Crews

In an approach analogous to the idea in AgeevaCéautte (2004) of providing flexibility
through aircraft swapping, Chebalov and KlabjarD@evelop the concept of
enhancing recovery flexibility throughove-up crewsA move-up crew for flight is a
crew, not actually assigneditdout capable of being assignid, if necessary For
feasibility of this potential assignment, the mayeerew must have the same crew base,
or domicile, as the crew currently assigned toust be ready to operatbefore the
departure time aof and must end the pairing on the same day as thagaurrently
coveringi. Chebalov and Klabjan consider move-up crewsy tmlflightsi that depart
hub locations and do not begin a pairing. Theahje is to maximize the number of
move-up crews so that recovery is more likely tefiected by swapping the assigned
pairings of the delayed crew and an availablerradiéve crew.

Let J represent the set of feasible pairingse the set of flight legsa; equal 1 if flight

legi is covered by pairing; HL designate the set of hub locatio@® be the set of crew
base locationd) be the set of the possible number of days remainiagpairing; J.,

represent the set of pairings starting at the drasecb with d days remaining after flight
legi to the end of the pairing]; be the set of pairings whose first leg;ig), ., , be the

set of pairings that yields a move-up crew forftigcovered by a crew originating et
with d days remaining from flight legto the end of the pairing;be the robustness factor
denoting the maximum allowable percentage increatiee cost of the solution to allow

increased robustness; alidbe an arbitrary number (usually 2 or 3). Chebalos

Klabjan solve the standard crew pairing problemimining operating costs with
constraints (25) and (26) to obtain the minimunnpéd crew pairing costs,,. They
then include in their model four sets of decisianiables. If pairing is included in the
solution, x; , for all allj/ P, is equal to 1, otherwise it equals 0. If fligeg i is covered
by a pairing starting at the crew baewith d days remaining after flight lago the end

of the pairing,yfz is equal to 1, otherwise it equals 0. If flighgl is covered by a
pairing whose first leg is w, is equal to 1, otherwise it equals 0. The nunabenove-
up crews for flight leg , if i is a leg originating at a hub’ HL, is denoted b)zfz .

The Chebalov and Klabjan model is:

MAX z% (27)

iTF cdcBdiD

subject to
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cb

3 X; = VYiqg for alli/ F originating at any hub (28)

iT Ieb,a

Ny g;x; =1 for ali / F originating at any spoke (29)
J
Ny X; =W, for alli/ F originating at any crew base
1
(30)
W+ yoo =1 for alli/ F originating at any crew base
ch CB di D
(31)
yo o =1 for ali/ F originating at a hub but not a crew base
eicedip
(32)
X, 3z% for all/ F originating at any hub (33)
it 31 cb.a
z% £ My?; for all/ F originating at any hub (34)
C;X; £ (@+r)C,, (35)
j
x; 7 {0,1} forallj/J (36)
w / {0,1} foralli/F (37)
y'e 7 {0,1} foralli/F, d/ D, cb/ CB (38)
z%71{0,1,.,M}  foralli/F, d/ D, cb/CB. (39)

Constraints (29) and (36) ensure that each flighgt Is covered by exactly one pairing.
With constraints (37)-(39), constraints (30) idgntiight legs that are the first leg in a
pairing and constraints (28), (31) and (32) idgniifyht legs that are candidates for
move-up crews. The number of move-up crews fghtliegi is bounded by O
(constraints 33) if originates at a spoke location or is the firstiteg pairing, and
otherwise it is bounded by the minimumMf(usually 2 or 3), and the number of eligible
move-up crews for (constraints 34). Constraint (35) ensures thaptigng solution has
cost no greater than an allowable tolerance abdoweninimum cost pairing. The
objective (27) is to maximize the total number afva-up crews for all flight legs.
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Chebalov and Klabjan present a Lagrangian decormposnethod to solve their model.
They perform computational experiments and repploat, for certain instances, there are
crew solutions characterized by only slightly highlnned costs and by a 5- to 10-fold
increase in the number of move-up crews, compardaet optimal solutions to the more
conventional, cost-minimizing crew pairing problem.

8. Conclusions

Flight and crew schedules and passenger itinerhaes become increasingly “fragile”
as a result of the growing complexity of the aamngportation system and the tight
coupling of its various elements. The resultingdi and indirect economic costs are
very large, certainly amounting to several billdwilars annually. The airline industry
has a vital stake in research aimed at mitigategetffects of severe weather and other
disruptive events and at expediting recovery framegular” operations.

As this chapter has indicated, a very significasdyof recent and ongoing work has led
to major progress toward these objectives. Twalireough developments have been
the primary drivers behind this progress. Firgll@borative decision making has made
it possible to apply the principles of informatisinaring and distributed decision making
to ATFM, by expanding the databases availabletmaiand FAA (and, soon, European)
traffic flow managers, creating common situaticeabreness and introducing shared
real-time tools and procedures. And second, tisegeowing recognition in the airline
industry of the fact that planning for scheduleustiness and reliability may be just as
important as planning for minimizing costs in tleemplex, highly stochastic and
dynamic environment of air transportation. Spedithievements that have been
described herein include: improved understandirthkaiter modeling of the physics of
airport and airspace capacity and delays (Sechprealization of the need for market-
based mechanisms to supplement widely-used adnaitivgt methods for allocating
scarce airport capacity among prospective airpsetai(Section 3); development of
models and optimization tools to support GDP deatsnaking under a wide range of
conditions, including the presence of uncertaietyarding forecast capacity and demand
(Section 4); development and implementation ofrerbased models for efficient
“recovery” of aircraft, crews and passengers follayschedule disruptions (Section 6);
and the nascent appearance of increasingly viabtiehs for introducing robustness in
airline route design and in the scheduling of aiftgicrews and passengers (Section 7).

At the same time, it is fair to describe all thisrwas still being in its early stages in
many respects — an assessment that applies equgllio the domains of both the

airlines and the providers of air traffic managetrsmnvices. For example, in the case of
the latter, approaches for dealing with uncertaingn altogether critical issue in the

ATM and ATFM context — are still quite far removed froeing applied in practice.
Integrated consideration and optimization of batival and departure schedules at GDP
airports could also offer significant improvemeat®r the existing approaches that focus
solely on arrivals. Research on collaborativeinguis still in its infancy. On the side of
the airlines, decision support software for recgusiperhaps at the stage where planning
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software was 15 years ago. While research iseetid hardware and data support have
improved substantially, optimization-based decisapport tools for rapid recovery are
still at an early stage of implementation at thgamairlines. Finally, and most

important, a full integration of the emerging ATRBMDM philosophy and associated
models with airline recovery planning models anousi scheduling models has not even
begun. This represents a difficult, but cruciauife research challenge.
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