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Abstract

We propose and analyze a new nonlinear time series model based on local mixtures of linear regres-
sions, referred to as experts, with thick-tailed disturbances. The mean function of each expert is an affine
function of covariates that may include lags of the dependent variable and/or lags of external predictors.
The mixing of the experts is determined by a latent variable, the distribution of which depends on the
same covariates used in the regressions. The expert error terms are assumed to follow the generalized t
distribution, a rather flexible parametric form encompassing the standard t and normal distributions as
special cases and allowing separate modeling of scale and kurtosis. We show consistency and asymptotic
normality of the maximum likelihood estimator, for correctly specified and for misspecified models, and
provide Monte Carlo evidence on the performance of standard model selection criteria in selecting the
number of experts. We further employ the model to obtain density forecasts for daily stock returns and
find evidence to support the model.
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1 Introduction

In the last decades, a great deal of research has been dedicated to nonlinear time series models, as researchers
aim to develop models that capture features of commonly encountered data sets. Many nonlinear models
have been proposed in the literature, and they have been shown to be useful in various practical situations.
Comprehensive surveys of the literature are provided by Tong (1990), Franses and Van Dijk (2000), Tsay
(2005), among others. Many of the proposed models focus on modeling nonlinear relationships in the
conditional mean E[yt|It−1], where It−1 is the information set available at time t−1. Another group includes
nonlinear models that capture heteroscedastic conditional variance E[ǫ2

t |It−1], with ǫt = yt − E[yt|It−1].
These two groups can be combined in more general constructions, capable of capturing nonlinearities both
in the conditional mean E[yt|It−1] and in the conditional variance E[ǫ2

t |It−1]. Many of these constructions
can be implemented in practice with packages available online1.

In this paper, we study a novel class of nonlinear models, based on the mixtures-of-experts (ME) structure,
as originally proposed by Jacobs, Jordan, Nowlan and Hinton (1991). In contrast to the structures mentioned
above, where the nonlinearities in the conditional mean and the conditional variance are modeled separately,
the ME models opt to capture nonlinearities by combining several linear components. Because of its great
flexibility, simple construction, and good modeling properties, ME became commonly employed for data
descriptions in different areas (see, for example, Ghahramani and Hinton, 1996, Kurnik et al, 1999, Liehr et
al, 1999, Gutta et al, 2000, Lin et al, 2000, Jeffries and Pfeiffer, 2001, Tipping and Bishop, 1999).

Nonlinear time series models using ME with normal linear components are studied in Weigend, Mangeas
& Srivastava (1995), Zeevi, Meir & Adler (1999), Wong and Li (2001a), Carvalho and Tanner (2005a,
2005b). Jiang and Tanner (1999a and 1999b) show that ME are able to approximate arbitrary conditional
mean functions, under certain regularity conditions. On the other hand, as shown by Zeevi and Meir (1996),
traditional mixtures of normal distributions can be employed to approximate general conditional density
functions. Based on these two important results, Carvalho and Tanner (2005b) present empirical evidence
of the capability of ME of normal linear regressions to approximate arbitrary conditional density functions.
Wong and Li (2000, 2001a, 2001b) study more specifically the ability of the mixture structure to capture
asymmetry and multiple modes.

As originally proposed by Jacobs, Jordan, Nowlan and Hinton (1991), in a ME model, the dependent
variable yt ∈ R is assumed to have the conditional density specification

f(yt|xt−1, θ) =
J∑

j=1

gj(xt−1; λ)π(yt|xt−1; ζj), (1)

where xt−1 is a s-dimensional vector of covariates, and π(yt|xt−1; ζj) is some known parametric family of
distribution densities. The specification in (1) describes a mixture model, with J components, where the
weights gj(xt−1; λ) ∈ (0, 1) are also functions of the covariates xt−1. The components π(yt|xt−1; ζj) are
referred to as experts and the weight functions gj(xt−1; λ) are referred to as gates. Figure 1 illustrates the
ME construction.

1Several packages for nonlinear time series are available for download on www.doornik.com, and can be implemented using
the Ox platform.
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Figure 1: Graphical illustration of the mixtures-of-experts structure.

The ME models bear some similarity to other nonlinear models in the literature. We can mention,
for example, the threshold autoregressive (TAR) models - where a threshold variable controls the switching
between different autoregressive models - introduced by Tong (1983), and their several extensions (see Franses
and Van Dijk, 2000, for a good survey). Another example is the Bayesian treed model introduced by
Chipman, George and McCulloch (2002), where the input space is split in several subregions and a different
regression model is fitted in each subregion.

In this paper, we extend this idea to mixtures of linear components with generalized t distributions, to
improve the predictive performance in terms of conditional density forecasts. By using mixtures of heavy-
tailed regressions we seek to better approximate conditional densities for times series with excess kurtosis,
as encountered in financial applications (see Franses and Van Dijk, 2000) or macroeconomic time series
(Aston, 2006). One may argue that, by employing ME of normal regressions, with a sufficient number of
components, one will eventually be able to reasonably approximate random processes with excess kurtosis
(see, for example, Kim and Lee, 2002, and Wainwright and Simoncelli, 2000). However, by employing
ME of heavy-tailed distributions, we argue that one can obtain adequate approximations with just a few
mixed regressions. Applications and analytical results on mixtures of heavy-tailed processes can be found
in Hamza and Krim (2001), Sadre, Khayari, Haverkort (2000), Venturini, Dominici and Parmigiani (2006),
Dasgupta, Hopcroft, Kleinberg and Sandler (2005), Giacomini, Gottschling, Haefke and White (2002). The
ME structure presented in this paper will be referred to as mixtures of generalized t experts (MGTE).

In the MGTE models, the mixed (experts) components π(yt|xt; ζt) in (1) possess densities of the gen-
eralized t form. This is a flexible density that allows modeling of thick tails and accommodates separation
between scale and kurtosis parameters. The generalized t distribution was first introduced by Rider (1958)
and used, under a slightly different parameterization, by McDonald and Newey (1988) for applying partially
adaptive estimating procedures to regression models, and in McDonald (1996) for financial modeling. Gi-
acomini et al (2002) develop a mixture model, with constant weights gj(xt; λ) = βj , based on thick-tailed
densities, referred to as hypernormal densities, and employ the model to obtain density forecasts of the U.S.
inflation. The hypernormal densities used by Giacomini et al (2002) are simple reparameterizations of the
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generalized t densities we use in this paper.
The remainder of the paper is organized as follows. In section 2, we define the class of time series

mixtures of generalized t experts, present simulated examples, and address the issue of identifiability. Section
3 contains results on the asymptotic behavior of the maximum likelihood estimator which is shown to be
consistent and asymptotically normal, for correctly specified and for misspecifed models. In section 4,
we present simulation results on the performance of the AIC and BIC criteria in selecting the number of
experts. Section 5 provides an application of the model to two time series of daily stock returns along
with an evaluation of the model’s ability to provide density forecasts. We also compare the performance
of the proposed structure against well established models in the financial econometrics literature. In the
final section we offer some concluding remarks. A brief overview of the generalized t distribution and all the
proofs are contained in the Appendices.

2 Model Description

The class of models introduced in this paper provides a flexible description of the conditional dynamics of a
univariate nonlinear time series with thick-tailed innovations. Our formulation builds on the idea of mixtures
of distributions and extends it to a time series setting. Denote by y = {yt}∞

t=0 the time series of interest. For
each time t, a vector of explanatory variables, termed as covariate vector and denoted by xt−1, is available.
The vector xt−1 is assumed to be known at time t − 1 and may include lags of the response variable yt. We
further assume that there is a number of local linear models, called experts, that are mixed to produce the
conditional distribution of yt given the covariate vector xt−1. The role of the covariates is twofold. First, the
weights according to which the experts are mixed are particular functions of xt−1. Second, the conditional
mean Ek[yt|xt−1] for each individual local linear model k, k = 1, . . . , J , is modeled as an affine function of
xt−1, that is Ek[yt|xt−1] = a + b′xt−1.

The conditional density function for yt given xt−1 is a ME with generalized t distributed noise and has
the form in (1), where J is the number of experts being mixed and j ∈ {1, 2, . . . , J} is the label specifying
each generalized t expert. The covariate vector xt−1 has dimension S and the regression coefficients (a, b′)′

take values in RS+1. Note that we write xt−1 in (1) to emphasize that the covariate vector is observed at time
t − 1. Throughout the paper, we assume the condition below, which will be important for the identifiability
of the proposed model and the asymptotic normality of the maximum likelihood estimator.

Condition 1 The covariate vector xt−1 takes values on an open set X ⊆ RS and has a positive density with

respect to Lebesgue measure.

The local weights gj(·; ·), which are referred to as the gating functions, are positive and always sum to
one. Our choice of the gating functions follows the original formulation of ME in the seminal paper by Jacobs
et al (1991). We consider the standard logistic type of gating functions

gj(xt−1; λ) =
exp(ξj)

∑J
k=1 exp(ξk)

(2)

where ξj = υj + u′
jxt−1 ≡ ω′

jzt−1, υj ∈ R, uj ∈ RS , ωj = (υj , u′
j)′ for j = 1, 2, . . . , J , zt−1 = (1, x′

t−1)′.
In order to avoid identification problems, it is customary to assume that υJ = 0 an uJ = 0S. The issue of
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identifiability is addressed thoroughly in section 2. The vector λ of gating parameters is the union of all the
individual gating parameters as follows

λ = (υ1, u′
1, υ2, u′

2, . . . , υJ−1, u′
J−1)′ ∈ R(J−1)(S+1). (3)

Each expert has a three-parameter density specification obtained from the generalized t density by setting
the peakedness parameter equal to 2. The functional form for each density is given by

π(y|x; ζ) =
1

γB(1/2, α/2)
[
1 + (y − µ)2/γ2]− α+1

2 (4)

where ζ = (δ′, γ, α)′ ∈ RS+3, δ = (a, b′)′ ∈ RS+1, z = (1, x′)′ and µ = δ′z ≡ a + b′x. For an overview
of the generalized t distribution see Appendix A. The grand vector of parameters for the whole model is
θ = (ζ ′

1, . . . , ζ ′
J , λ′)′ ∈ Θ ⊂ RK and the dimension of the parameter space Θ is K = J(S+3)+(J−1)(S+1) =

(2J − 1)(S + 1) + 2J .
We can think of the resulting yt as being generated by a two-stage random process. In the first stage,

from each local linear model j, j = 1, 2, . . . , J , values yj,t are generated. Then, at the second stage, we have
a latent multinomial random variable z ∈ {1, 2, . . . , J}, the distribution of which is governed by the gating
functions gj, that determines which yj,t will be observed, as illustrated in Figure 1.

The special case in which the covariate vector consists of lagged values of yt deserves some further
discussion. Suppose that xt−1 = (yt−1, . . . , yt−p)′ ≡ yt,p where p ≥ 1. Then, it follows that the process y is
Markov of order p with transition probability measure given by

P (yt ∈ B|yt,p = x; θ) =
J∑

j=1

gj(x; λ)Π(B|x; ζj).

where Π(·|x; ζj) is the probability measure induced on R by the conditional density π(·|x; ζj) and B is any
Borel subset of R. In this case, our model corresponds to a mixture of autoregressive models with thick-tailed
noise. A detailed account of the corresponding model with Gaussian noise is given in Carvalho and Tanner
(2005a, 2005b) and Zeevi, Meir and Adler (2001).

2.1 Simulated Examples

We now present simulated examples to illustrate the capability of ME to approximate the behavior of various
time series. Although we do not present a formal discussion of the approximation theory for ME, the three
examples below provide an idea about the flexibility implied by the proposed construction. Specifically, they
illustrate how the model can capture features such as excess kurtosis, skewness, conditional heteroscedasticity,
and regime switching.

The reader can refer to Jiang and Tanner (1999a, 1999b) and Zeevi and Meir (1996) for related approxi-
mation results.

In the first example, we consider a mixture of the following three autoregressions

[1] yt = 2 − 0.9yt−1 + η1,t,

[2] yt = −2 − 0.9yt−1 + η2,t,

[3] yt = 0.9yt−1 + η3,t,
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where the zero-mean disturbances η1,t and η2,t have generalized t distributions, with parameters γ = 6 and
α = 3. This implies that η1,t and η2,t have variance equal to 36 and very heavy tails (E

[
|η1,t|δ

]
does not exist

for δ ≥ 3). The zero-mean innovation for the third expert η3,t has a generalized t distribution with γ = 1
and α = 3, which implies a variance equal to 1. The gating functions are given by the following expressions

[1] g1(yt−1) =
exp(−20 + 15yt−1)

1 + exp(−20 + 15yt−1) + exp(−20 − 15yt−1)
,

[2] g2(yt−1) =
exp(−20 − 15yt−1)

1 + exp(−20 + 15yt−1) + exp(−20 − 15yt−1)
,

[3] g3(yt−1) = 1 − g1(yt−1) − g2(yt−1).
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Figure 2: Simulated time series (a), estimated marginal density (b) and weight g3(yt−1) for the third au-
toregression (c) for the first example.

The upper graph of Figure 2 presents the plot of 3,000 observations of the simulated series. Note the
pattern of periods with high and low variance. The graph in the middle of Figure 2 presents the estimated
marginal density for {yt}, where the tail-thickness of the resulting process is evident. To understand the
behavior in the mixture construction, note that the mixed components 1 and 2 have high variances, while
the third component has a low variance. The weight for the low variance autoregression (lower graph in
Figure 2) is almost one for |yt−1| less than 1.5, and it decays very quickly as |yt−1| grows. Therefore, once
the process enters the regime of low variance, it tends to stay there in the following periods.

In the second example, we construct a mixture of the following two autoregressions

[1] yt = 3 + 0.5yt−1 + η1,t,
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[2] yt = −3 + 0.5yt−1 + η2,t,

with zero-mean disturbances η1,t and η2,t, both following generalized t distributions, with parameters γ = 1
and α = 10. The gating functions are given by

[1] g1(yt−1) =
exp(0.9yt−1)

1 + exp(0.9yt−1)
,

[2] g2(yt−1) = 1 − g1(yt−1).

The upper graph in Figure 3 presents the plot of 6,000 observations of the simulated series. The graph in
the middle of Figure 3 presents the estimated marginal density of {yt}. Note that the simulated time series
exhibits two distinct regimes and resembles the behavior of hidden Markov processes. In fact, when yt is
close to 6 (the stationary mean for the first autoregression), the weight for the positive autoregression (first
component) is close to one, as can be seen from the lower graph in Figure 3, so that the series tends to keep
following the first autoregression. Analogously, when yt is close to −6, the weight g2(yt−1) is close to 1, and
the series tends to behave according to the second autoregression.
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Figure 3: Simulated time series (a), estimated marginal density (b) and weight g1(yt−1) for the first autore-
gression (c) for the second example.

Finally, in the third example, we consider a mixture of the following autoregressions

[1] yt = 1 + 0.5yt−1 + η1,t,

[2] yt = 5.8 + 0.5yt−1 + η2,t,

[3] yt = 12 + 0.5yt−1 + η3,t,

7



with zero-mean disturbances η1,t, η2,t and η3,t, all following generalized t distributions with scale parameters
γ1 = 3, γ2 = 8, and γ3 = 20, and kurtosis parameters α1 = 18, α2 = 15, and α3 = 12, respectively. The
gating functions are given by

[1] g1 =
exp(1)

1 + exp(1) + exp(0.2)
,

[2] g2 =
exp(0.2)

1 + exp(1) + exp(0.2)
,

[3] g3 = 1 − g1 − g2.
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Figure 4: Simulated time series (a), estimated marginal density (b) and autocorrelation function (c) for the
third example.

The upper graph of Figure 4 presents the plot of 1,000 observations of the simulated series. The graph
in the middle of Figure 4 shows the estimated marginal density for {yt}. Simple inspection of the two
upper graphs reveals that the marginal distribution of process has strong skewness. Besides, because we use
GT-distributed experts, the resulting time series also exhibits heavy tails. Finally, the graph in the bottom
of Figure 4 presents the autocorrelation function for {yt} and clearly displays the autoregressive behavior of
the simulated series.

2.2 Identifiability

Given the functional form of the expert densities, identifiability of the parameters is not obvious. However,
one can show identifiability for the mixtures of generalized t experts following the analysis in Jiang and Tanner
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(1999c). Identifiability holds under the standard assumptions that the ME are ordered and initialized. We
now provide the relevant definitions and state the assumptions that guarantee identification of the proposed
model.

Definition 1 (Initialized mixtures-of-experts) Initialized ME are those satisfying the restrictions υJ =
0 and uJ = 0S.

Definition 2 (Ordered mixtures-of-experts) Ordered ME in the case of generalized t experts are those

with all the parameters ζj = (δ′
j , γj , αj)′, j = 1, . . . , J , completely ordered, i.e. ζ1 ≺ ζ2 ≺ . . . ≺ ζJ according

to some order relation, so there is no invariance caused by the permutation of expert indices.

Although the lexicographic ordering has been the standard choice for the complete order mentioned
above, we will use a slightly less flexible ordering based only on the tail-thickness parameters. Let G be the
family of generalized t densities π(y; µ, γ, α) where µ ∈ R, γ, α ∈ (0, ∞) such that no two densities have the
same value for the parameter α. We assume that the J experts possess densities that are distinct elements
of G. For all j, k ∈ {1, . . . , J}, we define ζj ≺ ζk if and only if αj < αk. Given our choice of G, it follows
that ≺ is a complete order. While the choice of G and the use of this ordering are, from a technical point
of view, most probably unnecessary, they simplify our analysis without restricting the applicability of the
mixture construction proposed in this paper. Hereinafter, we assume that Condition 2 below holds, so as to
guarantee identifiability of the MGTE.

Condition 2 The generalized t densities of the J experts are distinct elements of the set G. In addition,

the following two restrictions on the parameter θ ∈ Θ hold: (a) α1 < · · · < αJ and (b) vJ = 0 and uJ = 0S.

Condition 2 implies that the MGTE is both ordered and initialized. Finally, Lemma 2.1 guarantees the
nondegeneracy condition for the generalized t experts. The proof is given in subsection B.1 of Appendix B.

Lemma 2.1 Consider a subset {π(·; µj , γj , αj) : j = 1, . . . , M} of the set G consisting of M distinct general-

ized t density functions, where M is any positive integer. Then, the functions π(y; µj , γj , αj), j = 1, . . . , M ,

are linearly independent functions of y.

Given the ordering, initialization and nondegeneracy conditions, we now state Theorem 2.1, which guar-
antees identifiability for the MGTE models. The proof follows the arguments in the proof of Theorem 1 in
Jiang and Tanner (1999c).

Theorem 2.1 Under Condition 1 and the nondegeneracy condition on the expert densities provided by

Lemma 2.1, the equality of the density functions for two ordered and initialized mixtures-of-experts is equiv-

alent to the equality of the two sets of ordered and initialized parameters.

According to Theorem 2.1, Conditions 1 and 2 guarantee the identifiability of time series mixture of
generalized t experts. As will be discussed in section 3, identifiability plays a key role for consistency and
asymptotic normality of the maximum likelihood estimator.
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2.3 Probabilistic Behavior

The probabilistic properties of the proposed model are treated in Carvalho and Skoulakis (2005), for the
case where the covariate vector xt−1 contains only lags of yt. Given some conditions regarding the coefficient
vector bj for each expert j, the authors show that the resulting mixture process is stationary, positive Harris
and geometrically ergodic (the reader can refer to Meyn and Tweedie, 1993, for a detailed discussion of
these concepts). Besides, we can show that, if all experts have finite m-th moment, the resulting MGTE will
also have. Therefore, if αj > m for all j ∈ {1, 2, . . . , J}, the MGTE model possesses finite m-th moments
(see Appendix A). These properties are especially important when treating the asymptotic properties of the
maximum likelihood estimators for the model parameters.

3 Maximum Likelihood Estimation

In this section, we present results on the consistency and asymptotic normality of the maximum likelihood
estimator (MLE). First, in subsection 3.1, we analyze the asymptotic behavior of the (true) MLE under
correct model specification, and then, in subsection 3.2, we analyze the asymptotic behavior of the (quasi)
MLE under model misspecification.

3.1 Estimation of Correctly Specified Models

Estimation of the parameter vector θ ∈ Θ can be obtained by maximizing the partial log-likelihood function
(Wong, 1986) given by

log LT (θ) =
T∑

t=1

log f(yt|xt−1; θ) =
T∑

t=1

log
( J∑

j=1

gj(xt−1; λ)π(yt|xt−1; ζj)
)

. (5)

The maximum likelihood estimator (MLE), denoted by θ̂T , for a sample of size T , is defined as

θ̂T = arg max
θ∈Θ

1
T

T∑

t=1

log f(yt|xt−1; θ). (6)

For the log-likelihood function in (6), numerical optimization can be performed by applying the EM algorithm
(Dempster, Laird and Rubin, 1977), as presented in Carvalho and Tanner (2007)2. When the log-likelihood
function is multimodal, the limits in the sequence of EM iterations may not correspond to the global maxi-
mum for the log-likelihood function, and we have to use multiple starting points to initialize the algorithm.
In this case, the point with maximum likelihood from the multiple points is an approximation to the global
maximum. Alternatively, one can resort to heuristic methods such as genetic algorithms (Goldberg, 1989,
Mitchell, 1998) and simulated annealing (Van Laarhoven and Aarts, 1987). Besides, several methods which
take advantage of the special features of the mixtures structure are also available. In this paper, we employ
the EM algorithm for parameter estimation. The use of other methods is under current investigation by the
authors.

2Parameter estimation in this paper follows the frequentist approach, employing maximum likelihood estimation. However,
one can also use Bayesian methods, as discussed in section 6.
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We now present some technical results that guarantee consistency and asymptotic normality for the MLE,
under correct model specification. It is assumed that the parameter space Θ is compact and a number of
moments of the covariate vector xt exist. Although the assumption of compactness of Θ may appear to
be restrictive, it is convenient for theoretical reasons and is still general enough in terms of applications.
Besides, it guarantees the existence of a global maximum for the likelihood function in the mixture structure
(see discussion in Hamilton, 1994, Chapter 22). Consider initially the following conditions.

Condition 3 The time series (yt, x′
t−1)′ is stationary and the law of large numbers applies to sequences

{g(yt, xt−1)}∞
t=1 with E[g(yt, xt−1)] < ∞.

Condition 4 The first moments of the time series xt are finite, i.e. E [‖xt‖] < ∞.

As discussed in subsection 2.3, Carvalho and Skoulakis (2005) show that, for an MGTE with only lags of
yt in the covariate vector xt−1, the resulting process {yt}∞

t=1 is stationary and geometrically ergodic, under
standard restrictions on the expert coefficient vectors bj ’s. Therefore, in this specific case, for sequences
{g(yt, xt−1)}∞

t=1 with E[g(yt, xt−1)] < ∞, the law of large numbers holds, so that Condition 3 is satisfied.
Besides, if the same restrictions on the experts coefficients hold and αj > 1, for all j ∈ {1, 2, . . . , J},
the disturbances in each expert has finite first moment (see Appendix A), and so has the resulting time
series {yt}∞

t=1. In this case, Condition 4 also holds. We now state the following theorem, which guarantees
consistency of the MLE for MGTE models.

Theorem 3.1 (Consistency of the MLE) For the MGTE models defined above, assume that

(a) The model is correctly specified with true parameter vector θ0, and identifiability holds,

(b) The parameter space Θ is a compact and convex subset of RK and θ0 ∈ Θ,

(c) Conditions 3 and 4 hold, and

(d) minj=1,...,J α0,j ≡ α0 > 1.
Then, the MLE θ̂T is a consistent estimator of θ0, that is

θ̂T
P−→ θ0 as T → ∞.

Note that item (d) in Theorem 3.1 is equivalent to the existence of the first moment of the generalized
t innovations for all experts j = 1, . . . , J . Therefore, if xt−1 contains only lags of yt and the coefficient
restrictions specified in Carvalho and Skoulakis (2005) hold, item (d) in Theorem 3.1 automatically implies
Condition 4. We now establish the asymptotic normality of the MLE. This requires the additional condition
below.

Condition 5 The third moments of the time series xt are finite, i.e. E[‖xt‖3] < ∞.

The discussion following Condition 4 also applies for Condition 5. For an MGTE with xt−1 containing only
lags of yt, if the restrictions on the experts coefficients bj ’s, as proposed in Carvalho and Skoulakis (2005),
hold and if αj > 3 for all j (so as the generalized t noises have finite third moments), we have E[|yt|3] < ∞
and Condition 5 applies.
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Theorem 3.2 (Asymptotic normality of the MLE) For the MGTE models defined above, assume that

(a) The model is correctly specified with true parameter vector θ0, and identifiability holds,

(b) The parameter space Θ is a compact and convex subset of RK and θ0 ∈ interior(Θ),
(c) Conditions 1, 3 and 5 hold, and

(d) minj=1,...,J α0,j ≡ α0 > 3.
Then, the maximum likelihood estimator θ̂T has an asymptotic normal distribution, given by

√
T (θ̂T − θ0) D−→ N

(
0K , I(θ0)−1) as T → ∞

where I(θ0) ≡ −E[∂θ∂θ′ log f(yt|xt−1; θ0)] is the Fisher information matrix.

From the asymptotic distribution for the MLE, we can construct hypothesis tests and confidence intervals
for the model parameters. The asymptotic covariance matrix can be estimated using the sample analogue
of the information matrix

ÎT = −
1
T

T∑

t=1

∂θ∂θ′ log f(yt|xt−1; θ̂T ).

which is a consistent estimate of I(θ0). Confidence intervals can then be obtained by using the square root
of the elements in the main diagonal of Î−1

T as standard errors. Also based on ÎT , we can perform Wald
tests, where the test statistic can be computed by

χ =
[
Rθ̂T − r

]′
ÎT

[
Rθ̂T − r

]
,

for a linear null hypothesis of the form H0 : Rθ0 = r. Extending the Wald test to nonlinear null hypotheses
with a general form H0 : G(θ0) = r can be accomplished by using a first-order Taylor expansion for the
function G(·). The advantage of using the Wald tests in this context is that we do not have to estimate
the restricted model. Estimating the restricted model, as required by the likelihood ratio and Lagrange
multiplier tests, may not be an easy task using the EM algorithm we employ in this paper. For a discussion
on hypothesis tests in the ME context, see Carvalho and Tanner (2003).

3.2 Estimation of Misspecified Models

In the previous subsection, we made the assumption that the MGTE model is correctly specified. However,
it is likely that this particular econometric specification is inadequate to describe the complex dynamics
of a given application. In such instance, the parametric specification, at best, can serve as an approxi-
mation to the true conditional distribution. Therefore, in this context, it is important to determine the
value of the parameter that provides the best such approximation, according to an appropriate distance
(or pseudo-distance) measure. A popular such measure is the Kullback-Liebler (KL) divergence measure.
The monograph by White (1996) provides a comprehensive treatment of misspecified models using the KL
distance.

We assume that the process {yt, x′
t−1}∞

t=1 is stationarity and denote the true conditional density by
h(yt|xt−1). To avoid notational complications, we assume that h(·|·) is positive over the real line. As
before, E[·] denotes the expectation operator with respect to the probability measure induced by the true
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data generating process. The Kullback-Leibler distance between the true density h(yt|xt−1) and the density
implied by the MGTE model f(yt|xt−1; θ) is defined as

I(h : f ; θ) = E
[
log
(

h(yt|xt−1)
f(yt|xt−1; θ)

)]
. (7)

The parameter value that minimizes the KL divergence measure provides the best, within the MGTE model,
approximation to the true conditional density h. Note that the parameter value that minimizes the KL
distance also maximizes the so-called quasi likelihood function E[log f(yt|xt−1)]. Therefore, we can maximize
the sample analogue of the quasi likelihood function to obtain an estimator of this parameter value. The
resulting estimator is called the quasi maximum likelihood estimator (QMLE) and is defined by

θ̃T = arg max
θ∈Θ

1
T

T∑

t=1

log f(yt|xt−1; θ). (8)

While the QMLE and the MLE θ̂T are identical, as they are obtained by maximizing the same function of
the data, we use different notation (θ̃T ) for the QMLE in order to emphasize that this estimator is used in
the context of a misspecified model. The following two theorems, which are the analogues to Theorems 3.1
and 3.2 for misspecified models, provide the consistency and asymptotic normality of the QMLE.

Theorem 3.3 (Consistency of the QMLE) For the MGTE models defined above, assume that

(a) The Kullback-Liebler divergence measure I(h : f ; θ) is uniquely minimized (or, equivalently, the quasi-

likelihood E [log f(yt|xt−1; θ)] is uniquely maximized) by θ∗ ∈ Θ,

(b) The parameter space Θ is a compact and convex subset of RK ,

(c) Conditions 3 and 4 hold, and

(d) E [|yt|] < ∞.

Then, the QMLE θ̃T is a consistent estimator of θ∗, that is

θ̃T
P−→ θ∗ as T → ∞.

The proof of Theorem 3.3 follows the same lines as the proof of Theorem 3.1. The only difference is that
we cannot use the model structure, since the model is potentially misspecified, to show that E[|yt|] < ∞
and, therefore, we have to make this assumption explicitly (item (d) above).

Theorem 3.4 (Asymptotic normality of the QMLE) For the MGTE models defined above, assume

that

(a) The Kullback-Liebler divergence measure I(h : f ; θ) is uniquely minimized (or, equivalently, the quasi-

likelihood E [log f(yt|xt−1; θ)] is uniquely maximized) by θ∗ ∈ Θ,

(b) The parameter space Θ is a compact and convex subset of RK and θ∗ ∈ interior(Θ),
(c) Conditions 3 and 5 hold,

(d) E[|yt|3] < ∞,

(e) The matrix A(θ∗) = E[∂θ∂θ′ log f(yt|xt−1; θ∗)] is nonsingular, and

(f) 1√
T

∑
∂θ log f(yt|xt−1; θ∗) D−→ N(0K , B(θ∗)), where

B(θ∗) =
∞∑

k=−∞

E[∂θ log f(yt|xt−1; θ∗)∂θ′ log f(yt+k|xt+k−1; θ∗)].
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Then, the QMLE θ̃T has an asymptotic normal distribution, given by

√
T (θ̃T − θ∗) D−→ N

(
0K , A(θ∗)−1B(θ∗)A(θ∗)−1) as T → ∞.

Theorem 3.4 can be shown following the steps of the proof of Theorem 3.2. However, there are some
differences which we highlight next. First of all, we cannot use the model structure to show that E[|yt|3 < ∞
and that the matrix A(θ∗) is nonsingular. These two assumptions have to be made explicitly (items (d)
and (e) above). Second, the martingale argument that we use in the proof of Theorem 3.2 to obtain a
central limit result for 1√

T

∑
∂θ log f(yt|xt−1; θ0) breaks down here due to potential model misspecification.

Instead, we have to assume that such result holds (item (f) above). One can obtain this result from more
primitive conditions, such as mixing and existence of moments (see White, 2001). We prefer to state the
theorem in its current form for the sake of transparency.

The asymptotic covariance matrix of the QMLE θ̃T can be estimated using standard methods. Specif-
ically, the matrix A(θ∗) can be estimated consistently by its sample analogue while the matrix B(θ∗) can
be estimated consistently following the procedure of Newey and West (1987).3 Using Theorem 3.4, one can
perform hypothesis testing using Wald, Lagrange multiplier, and likelihood ratio tests. One, however, has
to be careful when using the latter, as the likelihood ratio statistics do not follow the usual χ2 asymptotics
in the case of a misspecified model (see White, 1996).

4 Empirical performance of model selection criteria

The selection of the correct number of experts has no easy answer. Log-likelihood ratio tests are not
applicable in this case, since, under the null hypothesis of fewer experts, the alternative hypothesis implies
a non-identified problem (see by Quinn, McLachlan and Hjort, 1987). In the absence of theoretical results,
we resort to numerical simulations to obtain evidence on the effectiveness of widely used model selection
criteria. In this section, we present the results of Monte Carlo simulations to evaluate the performance of the
Bayesian Information Criterion (BIC) (Schwarz, 1978) and the Akaike Information Criterion (AIC) (Akaike,
1973 and 1981) in selecting the number of mixed experts. The expressions for the two criteria are

BIC = −2
T∑

t=1

log f(yt|xt−1; θ̂T ) + K log T, AIC = −2
T∑

t=1

log f(yt|xt−1; θ̂T ) + 2K,

where K is the dimension of the parameter vector θ and T is the sample size. Wood, Jiang and Tanner
(2002) use the BIC to select the number of experts for spatially adaptive nonparametric regression models.
For well-behaved models, it is known that the BIC is consistent for model selection, since, with probability
approaching one as the sample size increases, the smallest BIC value corresponds to the true model. However,
when the model is overidentified, the standard regularity conditions required to support this result are not
satisfied. Fortunately, Wood, Jiang and Tanner (2002) present some evidence that, even in the case of
overidentified models, the BIC may still be consistent for model selection.

We perform simulations under true models with one, two, and three experts and, for each generated data
set, we estimate mixture models with various numbers of mixed generalized t experts. Beforehand, we expect

3See Carvalho and Tanner (2005b) for further details.
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that at least one of the two criteria will present the smallest value for the estimated model with the same
number of experts as the simulated true model. The sample sizes selected for the simulation experiment
are T = 500 and T = 1, 000 and for each choice 1,000 data sets are generated. Each model includes an
external covariate xt−1, which was generated as an AR(1) process, with autoregressive coefficient equal to
0.5, unconditional mean equal to 3 and noise variance equal to 5. The expressions for the experts and the
gating functions, assuming one, two and three experts in the true model, are presented next. The true model
with one expert is given by

[1] yt = 3 + 0.4yt−1 + 1.2xt−1 + ǫt,

where ǫt has a zero-mean generalized t distribution, with scale parameter γ = 2 and tail-thickness parameter
α = 8. The true model with two experts is described by

[1] yt = 1 − 0.7yt−1 + 1.2xt−1 + ǫ1t,

[2] yt = −0.8 + 0.8yt−1 − 1.1xt−1 + ǫ2t,

with gating function determined by

ξ1t = 0.8 − 0.7yt−1 + 0.8xt−1,

where ǫ1t, ǫ2t have zero-mean generalized t distributions, with scale parameters γ1 = 2, γ2 = 1.5, and
tail-thickness parameters α1 = 8, α2 = 6, respectively. The true model with three experts is given by

[1] yt = 0.5 + 0.4yt−1 + 0.8xt−1 + ǫ1t,

[2] yt = −0.8 + 0.7yt−1 − 0.7xt−1 + ǫ2t,

[3] yt = 1 − 0.6yt−1 + 0.5xt−1 + ǫ3t,

with gating function determined by

ξ1t = −0.8 − 0.8yt−1 + 0.3xt−1,

ξ2t = 0.7 + 0.9yt−1 − 0.8xt−1,

where ǫ1t, ǫ2t, ǫ3t have zero-mean generalized t distributions, with scale parameters γ1 = 2, γ2 = 1.5, γ3 = 1,
and tail-thickness parameters α1 = 4, α2 = 6, α3 = 9, respectively. The results for all the Monte Carlo
simulations experiments are summarized in Table 1.

Simple inspection of the table suggests that the BIC is a rather accurate criterion in selecting the number
of experts. On the other hand, the AIC tends to lead to overparameterization. This evidence is consistent
with the performance of the BIC and the AIC in a number of different settings (see, for example, Carvalho
and Tanner, 2002b). Even for the small sample size considered, namely T = 500, the BIC selects the
correct number of experts at least 98% of the time. Related evidence on the good performance of the BIC is
presented by Wong and Li (2001b), where it is used to select the number of lags in a mixture of time series
model consisting of two Gaussian experts. Overall, the simulation evidence suggests that the BIC offers a
promising tool in tackling the difficult problem of model selection in the context of time series of ME models.
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Table 1: Simulation results on the performance of AIC and BIC in selecting the number of experts. The simulations
are repeated 1,000 times and the various numbers of experts are selected by the two criteria with the frequencies
reported in the table.

True model with 1 expert True model with 2 experts True model with 3 experts

Selected T = 500 Selected T = 500 Selected T = 500
number of number of number of
experts BIC AIC experts BIC AIC experts BIC AIC

1 987 235 1 0 0 1 0 0
2 13 765 2 993 167 2 0 0

3 7 833 3 980 61
4 20 939

Total 1, 000 1, 000 Total 1, 000 1, 000 Total 1, 000 1, 000

True model with 1 expert True model with 2 experts True model with 3 experts

Selected T = 1,000 Selected T = 1,000 Selected T = 1,000
number of number of number of
experts BIC AIC experts BIC AIC experts BIC AIC

1 994 246 1 0 0 1 0 0
2 6 754 2 997 181 2 0 0

3 3 819 3 986 107
4 14 893

Total 1, 000 1, 000 Total 1, 000 1, 000 Total 1, 000 1, 000

5 Application to stock return density forecasting

In this section, we present an application of MGTE models to describe the behavior of the logarithm of
daily returns for two individual stocks. The individual stocks considered were Hewlett-Packard and Intel,
henceforth referred to as HP and INTEL, respectively. We used 2,100 daily observations, from September
19, 1990, to January 8, 1999. As an external covariate, we used a proxy for the stock trading activity. This
proxy variable was constructed based on the volume traded of each stock. The logarithm of the return and
the logarithm of the traded volume are plotted in Figures 5 and 6.

It is apparent from Figures 5 and 6 that there is a positive trend in the time series of log volumes for both
stocks, suggesting the need for some detrending procedure. Since the positive trend is clearly nonlinear, we
estimated a random walk without drift model (see Harvey, 1994). More specifically, we estimate the following
model

log vt = µt + xt,
µt = µt−1 + ηt,

(9)

where vt is the volume traded on day t and µt provides an estimate for the nonlinear trend. We used
xt = log vt − µt as an external covariate to express the market activity. If xt > 0, the market is more active
than on average. In the model given in (9), one important variable is the variance ratio q = σ2

x/σ2
η, where σ2

x

and σ2
η are the variance of xt and ηt respectively. This ratio determines the smoothness of µt. In our case,

q was chosen to allow some positive autocorrelation in xt, so that we have some persistence in the market
activity indicator. The smoothness of µt is noticed in both Figures 5 and 6.
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Figure 5: Log return, log volume, log volume trend and covariate time series - HP stock.

To avoid numerical complications, we standardized both the response variable yt and the predictor xt.
To select the number of experts and the number of lags of the response yt and the covariate xt used in each
expert and each gating function, we used only the first 1,500 observations, in order to be consistent with
the density forecast evaluation described in subsection 5.1. We initially tried different number of experts for
a maximum number of 4 lags for both the response yt and the covariate xt. For both stocks, according to
the BIC criterion, we selected two experts. At a second stage, using two experts, we sequentially deleted
the number of lags until the resulting model had only maximum lags with corresponding t-statistics greater
than 1. Although the value 1 for the threshold in the model selection procedure may be low, we view the
resulting models as parsimonious enough and still able to capture the dynamics of the data.

The final model for HP, estimated using all the 2,100 data points and keeping the same model specification
described above, is a mixture of two generalized t distributions with fixed means µ1 = 0.12890, and µ2 =
−0.0060508. The scale parameters are γ1 = 1.5606 and γ2 = 1.5227, and the tail-thickness parameters are
α1 = 4.1057 and α2 = 6.2231. The estimated gating function is given by

ξ1t = −5.0057 − 6.7222yt−1 − 4.3548yt−2 − 0.33468yt−3 + 3.5587xt−1,

g1t =
exp(ξ1t)

1 + exp(ξ1t)
,

g2t = 1 − g1t.

For the INTEL stock return, the fitted model is very similar to the one obtained for HP. The final
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model, also estimated using all 2,100 observations, is a mixture of two generalized t distributions with fixed
means µ1 = 0.016185 and µ2 = 0.027721, scale coefficients γ1 = 2.7446 and γ2 = 25.405, and tail-thickness
parameters α1 = 6.8270 and α2 = 1503.3. The expression for the gating function is given by

ξ1t = −1.5068 − 0.48935yt−1 − 0.48667yt−2 − 0.29949yt−3 + 0.63840xt−1,

g1t =
exp(ξ1t)

1 + exp(ξ1t)
,

g2t = 1 − g1t.
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Figure 6: Log return, log volume, log volume trend and covariate time series - INTEL stock.

For both stocks, the first experts have lower tail-thickness parameters α, and therefore thicker tails, than
the second ones. Examining the estimated parameters for the gating functions, we observe that negative
returns and high volume traded seem to increase the weight for the first expert and hence anticipate outcomes
with heavier tails. Note that both experts for the HP stock have heavy tails, with α1, α2 < 7. For the INTEL
stock, the second expert presents a very high tail-thickness parameter, which indicates a distribution very
close to normal.

5.1 One-step-ahead density forecast evaluation

We now address the conditional density prediction performance for the MGTE models fitted to the two stock
return data sets. The approach used here is based on the probability integral transform, initially defined by
Rosenblatt (1952), which has been employed by a number of recent papers such as Diebold, Gunther and

18



Tay (1998) and Berkowitz (2001). The analysis is based on the relationship between the data generating
process ft(yt), for the response variable yt, and the sequence of predicted densities p̂t(yt), obtained with the
MGTE model.

The forecasting evaluation was performed based on the one-step-ahead density prediction. Initially we
used 1,500 observations (from September 19, 1990, to August 22, 1996) to estimate the model parameters
and to select the lags of the response yt and the covariate xt used in the experts and in the gate functions.
We then used the estimated parameters to construct the predicted conditional density p̂1(y1) for the next
day, August 23, 1996. To obtain p̂2(y2), we deleted the first observation, corresponding to September 19,
1990, and added the observation for August 23, 1996, so that the new model parameters are estimated based
on a rolling window with 1,500 data points. We proceeded with the rolling window approach and obtained a
series of one-step ahead predicted conditional densities p̂t(yt), t = 1, . . . , Teval = 600, with the last prediction
p̂600(y600) corresponding to January 8, 1999.

The probability integral transform ut, t = 1, . . . , Teval is the cumulative distribution function correspond-
ing to the density p̂t(yt) evaluated at the actual observed value yt,

ut =
∫ yt

−∞
p̂t(x)dx ≡ P̂t(yt).

We then have the following fact, a proof of which can be found in Diebold, Gunther and Tay (1998),
which is the backbone for the model evaluation analysis in this paper: If a sequence of density estimates

{p̂t(yt)}Teval
t=1 coincides with the true data generating process {ft(yt)}Teval

t=1 , then under the usual conditions of

nonzero Jacobian with continuous partial derivatives, the sequence of probability integral transforms {ut}Teval
t=1

of {yt}Teval
t=1 with respect to {p̂t(yt)}Teval

t=1 is i.i.d. U(0, 1).
In this paper, instead of working directly with the sequence {ut}Teval

t=1 , we follow the suggestion of
Berkowitz (2001) and work with the transformation {Φ−1(ut)}Teval

t=1 , where Φ−1(·) is the inverse of the
standard normal distribution function. In this case, the aforementioned fact implies that {Φ−1(ut)}Teval

t=1

is a standard normal i.i.d. sequence. Therefore, after estimating the MGTE model, we can evaluate the
model fitting by testing for the hypothesis of independence and standard normality for the constructed se-
ries {zt}Teval

t=1 , where zt = Φ−1(ut), t = 1, . . . , T . Diebold, Gunther and Tay suggest a number of graphical
methods for assessing goodness-of-fit and forecast ability. In their spirit, a simple first-step analysis can be
done by plotting the histogram for the series zt and comparing it to the standard normal density function.
Figures 7 and 8 present the histograms and the PP-plots of {zt}Teval

t=1 for HP and INTEL stocks respectively.
Note that in both cases the forecasted density is quite close to benchmark N(0, 1) density.

Additionally, we can plot the autocorrelation function for the series zt − z̄, (zt − z̄)2, (zt − z̄)3 and
(zt − z̄)4, as suggested by Diebold, Gunther and Tay (1998), where z̄ is the sample mean for {zt}T

t=1. Figures
9 and 10 contain the plots of autocorrelation functions for the 4 series above for HP and INTEL stocks
respectively along with the corresponding 95% confidence bands. The ACF plots seem to provide support
for the hypothesis of independence for {zt}T

t=1. Again, the graphical analysis supports the validity of the
MGTE models in approximating the true conditional density.

Besides the informal, but rather informative, previous graphical analysis, we can formally test the hypoth-
esis of i.i.d. N(0, 1). We employ the LR test proposed in Berkowitz (2001), and we further develop a simple,
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Figure 7: Estimated density for the transformed series zt for HP stock returns.

but powerful, test based on moment conditions. Berkowitz’s LR test amounts to fitting an autoregressive
model of the form

zt − µ = ρ(zt−1 − µ) + εt

and observing that the null hypothesis of i.i.d. N(0, 1) implies µ = 0, σ2 = 1 and ρ = 0 where σ2 is the
variance of the noise term εt. Let us denote by L(µ, σ2, ρ) the log-likelihood function and by (µ̂, σ̂2, ρ̂) the
maximum likelihood estimator under normality of the noise εt. It then follows by standard arguments that
the likelihood ratio statistic

LR = −2
(
L(0, 1, 0) − L(µ̂, σ̂2, ρ̂)

)

has an asymptotic χ2 distribution with 3 degrees of freedom under the hypothesis (µ, σ2, ρ) = (0, 1, 0). The
resulting LR test statistics are equal to 0.1689 and 3.8691 for HP and INTEL respectively with the p-values
being equal to 0.9824 and 0.2760. Thus, in both cases the null hypothesis of i.i.d. N(0, 1) is supported.

The alternative simple testing procedure is based on a χ2 test for the validity of moment conditions for
the series {zt}Teval

t=1 . To test for the normality hypothesis, we test for the moment restrictions E[zt] = 0,
E[z2

t − 1] = 0, E[z3
t ] = 0 and E[z4

t − 3] = 0. To test for the hypothesis of independence, we will consider
the moment conditions E[ztzt−1] = 0, E[ztz2

t−1] = 0, E[z2
t zt−1] = 0, E[z2

t z2
t−1 − 1] = 0, E[ztzt−2] = 0,

E[ztz2
t−2] = 0, E[z2

t zt−2] = 0 and E[z2
t z2

t−2 − 1] = 0. In this case, let mt be a 12 × 1 vector corresponding to
the sample analogue of the 12 moment conditions just described. Under the null hypothesis of the model being
correct, we have that {zt}T

t=1 are i.i.d. N(0, 1). Thus, the test statistic STeval = Tevalm′
Teval

Ω̂−1
Teval

mTeval
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Figure 8: Estimated density for the transformed series zt for INTEL stock returns.

has an asymptotic χ2 distribution with 12 degrees of freedom, where

mTeval =
1
T

Teval∑

t=1

mt,

m′
t = [zt, z2

t − 1, z3
t , z4

t − 3, ztzt−1, z2
t zt−1, ztz2

t−1, z2
t z2

t−1 − 1, ztzt−2, z2
t zt−2, ztz2

t−2, z2
t z2

t−2 − 1]

for t = 3, . . . , Teval and Ω̂Teval is a consistent estimator of the asymptotic covariance matrix of mTeval . We
use the typical choice for Ω̂Teval which is the Newey-West estimator (see Newey and West, 1987). In our
implementation we use 5 lags in the estimation of the asymptotic covariance matrix, but also document that
the results are very robust to the choice of the number of lags. The test statistic was found to be equal to
16.034 and 11.390 for HP and INTEL respectively. The corresponding p-values are 0.18968 and 0.49584.
Therefore, in both cases, the null hypothesis is not rejected.

5.2 Predictive interval evaluation and comparison to other models

Finally, to complete the evaluation of the proposed model, we present the results of an experiment that
compares the proposed MGTE model to alternative nonlinear models. We considered ARCH models and
some of their extensions; more specifically, we compare the MGTE model with ARCH(1), GARCH(1,1),
IGARCH(1,1) and EGARCH(1,1) models 4. These models are well known in the financial econometrics
literature and commonly used in the empirical analysis of financial time series. The reader is referred to

4IGARCH corresponds to the integrated GARCH, whereas EGARCH corresponds to the exponential GARCH. All ARCH
and GARCH models were estimated using the proc autoreg available in the SAS system.
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Figure 9: Autocorrelation function for the transformations of zt - HP stock return.
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Figure 10: Autocorrelation function for the transformations of zt - INTEL stock return.
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Tsay (2005) and Alexander (2001) for details. We also consider a mixture of two normal distributions and a
mixture of two AR(3) models (see Wong and Li, 2000). The selection of three lags was based on inspection
of the coefficients significance - beyond three lags, the coefficients are statistically insignificant.

To evaluate the comparative performance of the different models, we compute the observed predictive
probability interval coverage and compare it to the nominal predictive coverage. This type of evaluation
seems relevant when one intends to use some of these nonlinear models to calculate value-at-risk measures
in market risk models (see Alexander, 2001). We consider predictive intervals with nominal coverage level
equal to π where typical values of π include 1%, 5%, and 10%. Specifically, we focus on intervals that cover
the left tail of the distribution defined by

Ĉt(π) =
(

−∞, P̂ −1
t (π)

]
,

where P̂ −1
t (·) is the inverse conditional cumulative distribution function, at time t, for the model being

evaluated. To evaluate the predictive interval performance, we calculate the observed coverage frequency π̂,
given by the expression

π̂ =
1

Teval

Teval∑

t=1

I[
Ĉt(π)

](yt),

where I[
Ĉt(π)

](yt) is the indicator function that equals 1 if yt ∈ Ĉt(π), and 0 otherwise. Before presenting

our results, it is worth pointing out that, while empirical coverage probabilities can provide informative
evidence, they do not constitute formal econometric tests and should be interpreted with caution. This
is especially important for small or moderate sample sizes under consideration. Indeed, we performed a
number of experiments on simulated data that showed that, in small samples, quite misspecified models
can occasionally produce empirical coverage probabilities very close to the nominal levels simply due to
randomness.

We follow the same approach discussed in the previous subsection for the estimation of all models used
in the comparison. Initially, we use 1,500 observations (from September 19, 1990, to August 22, 1996)
to estimate the parameters. We then use the estimated parameters to construct the predicted conditional
density p̂1(y1), and consequently the conditional cumulative distribution function P̂1(·), for the next day,
August 23, 1996. To obtain p̂2(y2), we delete the first observation, corresponding to September 19, 1990,
and add the observation for August 23, 1996, so that the new model parameters are estimated based on a
rolling window with 1,500 data points. We proceed with the rolling window approach and obtain a series
of one-step ahead predicted conditional densities p̂t(yt), t = 1, . . . , Teval = 600, with the last prediction
p̂600(y600) corresponding to January 8, 1999. For well-specified models, it is expected that the observed
value π̂ will be close the nominal value p. Table 2 below presents the calculated values for π̂ for different
models, including the MGTE model. The upper block in the table corresponds to the experiment using HP
stock data, whereas the lower block corresponds to the experiment using INTEL stock data. We consider
nine values for the nominal coverage level π: 0.5%, 1%, 2.5%, 5%, 7.5%, 10%, 15%, 20%, and 25%.

According to Table 2, we observe that, for the HP stock data, the MGTE model produces observed
coverage probabilities that are generally close to the nominal values. The ARCH-type models, on one hand,
produce observed coverage probabilities slightly closer to the nominal values for small values of π (0.5%,
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Table 2: Predictive interval evaluation and model comparison. The models used for comparison were ARCH(1),
GARCH(1,1), IGARCH(1,1), EGARCH(1,1), mixture of two normal distributions, mixture of two AR(3) models.

HP

Nominal Observed coverage frequency (π̂)
probability π MGTE ARCH GARCH IGARCH EGARCH Mix normals Mix AR

0.5% 1.00% 0.66% 0.66% 0.83% 0.66% 0.50% 0.66%
1% 1.83% 1.33% 1.00% 0.83% 1.00% 0.66% 1.00%

2.5% 3.00% 2.50% 2.16% 1.16% 2.33% 2.66% 2.66%
5% 5.50% 3.83% 3.66% 2.33% 3.50% 5.16% 5.33%

7.5% 8.33% 5.50% 5.16% 4.50% 4.83% 7.00% 7.16%
10% 11.00% 7.16% 6.83% 6.33% 6.83% 8.33% 9.16%
15% 15.66% 11.16% 11.66% 10.16% 12.33% 13.33% 14.00%
20% 22.50% 16.66% 17.00% 16.50% 15.83% 19.00% 18.33%
25% 28.83% 20.83% 20.33% 20.16% 20.00% 22.50% 22.83%

INTEL

Nominal Observed coverage frequency (π̂)
probability π MGTE ARCH GARCH IGARCH EGARCH Mix normals Mix AR

0.5% 0.50% 0.83% 0.83% 1.16% 0.66% 0.33% 0.33%
1% 0.66% 1.16% 1.33% 1.66% 1.33% 0.66% 0.50%

2.5% 2.66% 2.16% 2.33% 2.66% 2.33% 2.16% 2.16%
5% 6.00% 2.83% 3.00% 4.33% 3.16% 3.50% 3.50%

7.5% 8.00% 3.83% 4.00% 5.50% 4.16% 5.16% 5.33%
10% 10.66% 6.16% 5.66% 6.83% 5.50% 7.66% 7.33%
15% 18.33% 9.33% 9.33% 11.50% 9.66% 12.33% 12.50%
20% 23.83% 14.66% 14.00% 16.16% 14.50% 17.66% 18.00%
25% 28.16% 19.33% 19.50% 22.16% 19.83% 22.33% 22.33%

1% 2.5%), but, on the other hand, for higher values of π the MGTE model produces observed coverage
probabilities much closer to the nominal values. The mixture models (mixtures of two normal distributions
and mixture of two AR(3) models) also produce empirical coverage probabilities quite close to the nominal
probabilities. However, when we apply the test presented in the end of subsection 5.1 for the mixture of
Gaussians and for the mixture of AR(3) models, we reject the null hypothesis of the validity of moment
conditions (up to fourth moment) with a p-value equal to 0.0062 for the mixture of Gaussians and a p-value
equal to 0.0207 for the mixture of AR(3) models.

For the experiment based on the INTEL stock data, the MGTE model performs very well, when compared
to the ARCH-type models and the mixture models. For small values of π (0.5%, 1%, 2.5%), corresponding
to very high losses, the MGTE model yields empirical frequencies π̂ quite close to the nominal levels. For π
equal to 5%, 7.5%, 10%, 15%, 20%, 25%, the values for π̂ obtained for the MGTE models where very close
the nominal levels as well, whereas the observed frequencies π̂ for the ARCH-type models tend to be quite
lower than the nominal levels. As with the case of HP data, the mixture models (mixtures of two normal
distributions and mixture of two AR(3) models) also produce empirical coverage probabilities quite close to
the nominal probabilities. However, when we apply the test presented in the end of subsection 5.1 for the
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mixture of Gaussians and for the mixture of AR(3) models, we reject the null hypothesis of the validity of
moment conditions (up to fourth moment) with a p-value equal to 0.0069 for the mixture of Gaussians and
a p-value equal to 0.0041 for the mixture of AR(3) models.

6 Conclusion

In this paper, we propose a new class of nonlinear time series models, referred to as mixtures of generalized t
experts (MGTE). This construction is based on a mixture of J autoregressions, with disturbances following
a generalized t distribution. The mean function for each autoregressive component may be a function not
only of lags of the observed series yt, but also of external covariates. The main difference between the
proposed model and the usual mixture models is that, in the MGTE models, the weights for each mixed
autoregression is also a function of the lags of yt and the external covariates. The inclusion of covariates
(lags of yt and external covariates) in the specification for the mixture weights provides great flexibility in
the resulting mean function. Besides, the use of generalized t disturbances allows capturing the heavy tails
of the conditional distributions.

The flexibility of the MGTE model is illustrated via three simulated examples that exhibit features
such as excess kurtosis, skewness, conditional heteroscedasticity and regime switching. We provide simple
conditions that guarantee model identifiability, and we show how parameter estimation can be performed
by maximum likelihood. In this case, given the mixture construction, optimization of the log-likelihood
function is performed by employing the EM algorithm. Under certain regularity conditions, in the context
of extremum estimators, we establish consistency and asymptotically normality of the MLE. Confidence
intervals for the parameters can then be readily constructed and hypothesis testing can be performed.

We applied the MGTE model to two stock returns time series, using two experts in both cases, as
suggested by the BIC. By employing some well established methodologies of goodness-of-fit tests, we find
that the MGTE models provide an adequate description of the conditional dynamics for the time series
studied. Finally, we compare the performance of the MGTE models to other well-known time series models
in the financial econometrics literature, and we find that our proposed class of models seems to be very
competitive.

Several important questions regarding MGTE still remain. First of all, given the flexibility illustrated
by simulated and real examples, we conjecture that MGTE models are candidates to be a family of models
capable of approximating general conditional density functions - in the same way that neural networks,
mixtures-of-experts, hierarchical mixtures-of-experts, B-splines, among others, are capable of approximating
general conditional mean functions (see Hastie, Tibshirani and Friedman, 2003, Jiang and Tanner, 1999a
and 1999b). Besides, model selection still deserves further investigation. Even though the BIC seems to be
consistent in selecting the number of experts, there is still need for research on the selection of covariates, and
on the selection of the number of lags. Finally, on the implementation side, some care must be taken when
conducting inference on the tail-thickness parameters. A reasonable amount of data is needed, otherwise the
tail-thickness parameters will be poorly identified.

In terms of estimation algorithms, one alternative to the maximum likelihood approach presented in this
paper is to use Bayesian techniques. Bayesian methods have been successfully employed for nonlinear time
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series models and mixture models (see, for example, Ghysels, McCulloch and Tsay, 1998, Huerta, Jiang and
Tanner, 2001, McCulloch and Tsay, 1994). One of the advantages in using Bayesian methods is that, in
terms of forecasting k-steps ahead, the Markov chain Monte Carlo (MCMC) approach will automatically
provide samples from the predictive distribution. Besides, one can use reversible jump MCMC to obtain the
posterior distribution for the number of experts (see Green, 1995).

APPENDIX

A The generalized t (GT) distribution

The generalized t (GT) distribution was introduced in the literature by Rider (1958) under the term gen-
eralized Cauchy distribution. It is a 4-parameter symmetric distribution the density of which assumes the
following form

fGT(x; µ, γ, p, α) =
p

2γB( 1
p , α

p )
(

1 + | x−µ
γ |p

)α+1
p

(10)

where −∞ < x < ∞, µ ∈ R, γ > 0, p > 0, and α > 0. The interpretation of the parameters in the above
specification is clear: µ and γ are the location and scale parameters respectively - in the sense that if X ∼
GT(0, 1, p, α) then Y = µ + γX ∼ GT(µ, γ, p, α) - whereas p describes the peakedness at the center, and
α is the tail-thickness parameter. Note that fGT(x; µ, γ, p, α) ∼ |x|−α−1 as x → ±∞, i.e. the generalized
t distribution with tail-thickness parameter α < 2 is tail-equivalent to the α-stable distribution. The GT
distribution has some very important special cases. For p = 2 and α = 1, GT reduces to the standard
Cauchy with location parameter µ and scale parameter γ. Furthermore, for γ =

√
k, p = 2, and α = k,

where k is a positive integer, GT reduces to the standard Student’s t distribution with k degrees of freedom.
The m-th absolute central moment of the GT distribution, µm = E[|Y − µ|m] where Y ∼ GT(µ, γ, p, α)),
exists if and only if α > m and equals

µm =
B(m+1

p , α−m
p )

B( 1
p , α

p )
γm. (11)

B Proofs

B.1 Proof of Lemma 2.1

We use induction on M . For M = 1 the result holds trivially. Let M = K ≥ 2 and assume that the result
holds for all M ≤ K − 1. Consider real numbers c1, c2, . . . , cK such that, for all y ∈ R,

K∑

j=1

cjπ(y; µj , γj , αj) = 0 ⇔
K∑

j=1

cj
γαj

j

B(1/2, αj/2)
1

[
γ2

j + (y − µj)2
]αj +1

2

= 0. (12)
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Since the expert densities are distinct elements of G, we have αρ(1) < . . . < αρ(K) for some permutation ρ
of the set {1, . . . , K}. Multiplying both sides of the identity (12) by yαρ(1) and letting y → ∞, we obtain
cρ(1) = 0. Using now the induction hypothesis completes the proof.

B.2 Proof of Theorem 3.1 (Consistency of the MLE)

The proof of Theorem 3.1 follows the standard line of showing the consistency of extremum estimators. It
is based on the following two lemmas. The first lemma can be found in Amemiya (1985) as Theorem 4.1.1.

Lemma B.1 Assume that the following conditions hold:

(a) The parameter space Θ is a compact subset of RK and θ0 ∈ Θ;

(b) log f(yt|xt−1; θ) is a continuous function in θ for all (yt, x′
t−1)′;

(c) 1
T
∑T

t=1 log f(yt|xt−1; θ) converges to E[log f(yt|xt−1; θ)] in probability uniformly in θ ∈ Θ as T → ∞;

(d) E[log f(yt|xt−1; θ)] is strictly maximized at θ0 over Θ.

Let θ̂T be defined as follows

θ̂T = arg max
θ∈Θ

1
T

T∑

t=1

log f(yt|xt−1; θ). (13)

Then θ̂T converges to θ0 in probability as T → ∞.

The second lemma follows from Corollary 2.2 and the subsequent discussion in Newey (1991).

Lemma B.2 Assume that the following conditions hold:

(a) The parameter space Θ is a compact and convex subset of RK ;

(b) For each θ ∈ Θ, 1
T
∑T

t=1 log f(yt|xt−1; θ) converges to E[log f(yt|xt−1; θ)] in probability as T → ∞;

(c) E
[
supθ∈Θ‖∂θ log f(yt|xt−1; θ)‖

]
< ∞.

Then 1
T
∑T

t=1 log f(yt|xt−1; θ) converges to E [log f(yt|xt−1; θ)] in probability uniformly in θ ∈ Θ as T → ∞.

It follows from the density specification given by (1), (2) and (4) that assumption (b) in Lemma B.1
is satisfied. Since the true parameter value is θ0 and the parameter is identified, the standard argument
yields that E[log f(yt|xt−1; θ)] is uniquely maximized at θ0 over Θ, i.e., assumption (d) in Lemma B.1 is
also satisfied. To show that assumption (c) in Lemma B.1 is satisfied, we employ Lemma B.2. For that, we
need to establish the validity of assumptions (b) and (c) in Lemma B.2. Then, the proof of Theorem 3.1
simply follows by combining the two lemmas above.

It is more convenient to first show that E
[
supθ∈Θ‖∂θ log f(yt|xt−1; θ)‖

]
< ∞. Using the triangular

inequality and the fact that gj(·; ·) and π(·|·; ·) are positive we obtain

‖∂θ log f(yt|xt−1; θ)‖ =

∥∥∥
∑J

j=1 ∂θ
[
gj(xt−1; λ)π(yt|xt−1; ζj)

]∥∥∥
∑J

k=1 gk(xt−1; λ)π(yt|xt−1; ζk)

≤
J∑

j=1

∥∥∂θgj(xt−1; λ)
∥∥π(yt|xt−1; ζj) + gj(xt−1; λ)

∥∥∂θπ(yt|xt−1; ζj)
∥∥

∑J
k=1 gk(xt−1; λ)π(yt|xt−1; ζk)
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≤
J∑

j=1

∥∥∂θgj(xt−1; λ)
∥∥π(yt|xt−1; ζj) + gj(xt−1; λ)

∥∥∂θπ(yt|xt−1; ζj)
∥∥

gj(xt−1; λ)π(yt|xt−1; ζj)

=
J∑

j=1

∥∥∂θ log gj(xt−1; λ)
∥∥+

J∑

j=1

∥∥∂θ log π(yt|xt−1; ζj)
∥∥ .

Therefore,

E
[
supθ∈Θ‖∂θ log f(yt|xt−1; θ)‖

]
≤
∑J

j=1 E
[
supθ∈Θ

∥∥∂θ log gj(xt−1; λ)
∥∥]

+
∑J

j=1 E
[
supθ∈Θ

∥∥∂θ log π(yt|xt−1; ζj)
∥∥] .

(14)

First, we provide a bound for the first term on the right hand side of (14). Specifically, we show that

E
[
supθ∈Θ

∥∥∂θ log gj(xt−1; λ)
∥∥] ≤ J(1 + E [‖xt−1‖]), for all j ∈ {1, . . . , J}. (15)

Consider any θ ∈ Θ and j ∈ {1, . . . , J − 1}. Then

log gj(xt−1; λ) = log

(
ez′

t−1ωj

1 +
∑J−1

k=1 ez′
t−1ωk

)
= z′

t−1ωj − log

(
1 +

J−1∑

k=1

ez′
t−1ωk

)

⇒ ‖∂θ log gj(xt−1; λ)‖ ≤ ‖zt−1‖ +

∥∥∥∂θ

(∑J−1
k=1 ez′

t−1ωk

)∥∥∥

1 +
∑J−1

m=1 ez′
t−1ωm

≤ ‖zt−1‖ +
J−1∑

k=1

ez′
t−1ωk

1 +
∑J−1

m=1 ez′
t−1ωm

‖zt−1‖ ≤ J‖zt−1‖.

It then follows that E
[
supθ∈Θ‖∂θ log gj(xt−1; λ)‖

]
≤ JE [‖zt−1‖] ≤ J(1 + E [‖xt−1‖]), for 1 ≤ j ≤ J − 1.

Using a similar derivation, we can easily conclude that

E
[
supθ∈Θ‖∂θ log gJ(xt−1; λ)‖

]
≤ (J − 1)(1 + E [‖xt−1‖]).

Thus the validity of (15) has been established.
Next we provide a bound for the second term on the right hand side of (14). Notice that we have
∥∥∂θ log π(yt|xt−1; ζj)

∥∥2 = |∂aj log π(yt|xt−1; ζj)|2 +
∥∥∂bj log π(yt|xt−1; ζj)

∥∥2

+|∂γj log π(yt|xt−1; ζj)|2 + |∂αj log π(yt|xt−1; ζj)|2
(16)

and

log π(yt|xt−1, ζj) = − log(γj) − log (B (1/2, αj/2))

− αj+1
2 log

(
1 + (yt − µtj)2 /γ2

j

) (17)

where µtj = aj + b′
jxt−1. By the compactness of Θ, there exist positive γ, γ, α, α, ∆ and ∆ such that

for all θ ∈ Θ and all j ∈ 1, 2, . . . , J we have γ ≤ γj ≤ γ, α ≤ αj ≤ α and ∆ ≤ ||δj || ≤ ∆. Using the fact
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that d log(B(1/2, x/2))/dx = 1
2 [Ψ (x/2) − Ψ ((1 + x)/2)] where Ψ(x) = d log(Γ(x))

dx is the digamma function,
we obtain

∂αj log π(yt|xt−1; ζj) = − 1
2 [Ψ(αj/2) − Ψ((αj + 1)/2)]

− 1
2 log

(
1 + (yt − µtj)2/γ2

j
)

.
(18)

Moreover, since log(1 + x2) < 2x for all x > 0, we have

log
(
1 + (yt − µtj)2/γ2

j
)

≤ 2
|yt − µtj |

γj
≤ 2

|yt| + ∆(1 + ‖xt−1‖)
γ

(19)

where the last step uses the triangular and Cauchy-Schwarz inequalities. From expressions (18) and (19),
the compactness of the parameter space Θ and the continuity of Ψ(·), we conclude that there exist positive
constants Kα, K ′

α, K ′′
α such that

|∂αj log π(yt|xt−1; ζj)| ≤ Kα + K ′
α|yt| + K ′′

α‖xt−1‖, for all θ ∈ Θ and all j = 1, . . . , J. (20)

Similarly, using the fact that max{ x2

1+x2 , x
1+x2 } ≤ 1 for all x > 0 and the compactness of Θ, we obtain that,

for all θ ∈ Θ and all j = 1, . . . , J ,

|∂γj log π(yt|xt−1; ζj)| =

∣∣∣∣∣−
1
γj

+
αj + 1

1 + (yt − µtj)2/γ2
j

(yt − µtj)2

γ3
j

∣∣∣∣∣ ≤ Kγ , (21)

|∂aj log π(yt|xt−1; ζj)| =

∣∣∣∣∣
αj + 1

1 + (yt − µtj)2/γ2
j

yt − µtj

γ2
j

∣∣∣∣∣ ≤ Ka (22)

and

‖∂bj log π(yt|xt−1; ζj)‖ =

∣∣∣∣∣
αj + 1

1 + (yt − µtj)2/γ2
j

yt − µtj

γ2
j

∣∣∣∣∣ ‖xt−1‖ ≤ Kb‖xt−1‖ (23)

for some positive constants Kγ , Ka and Kb.
The next step involves combining the inequality (14), the bound in (15) and the expression (16) along

with bounds in (20) (21), (22) and (23) to conclude that there exist universal positive constants K1, K2, K3

such that

E
[
supθ∈Θ‖∂θ log f(yt|xt−1; θ)‖

]
≤ K1 + K2E [|yt|] + K3E [‖xt−1‖] . (24)

Next we establish that E [|yt|] < ∞. Conditioning on the gate we have

E [|yt| | xt−1] =
J∑

j=1

gj(xt−1; λ)E [|yt| | xt−1, j] ≤
J∑

j=1

E [|yt| | xt−1, j] .

From assumption (d) in Theorem 3.1 and the expression for the central moments of the generalized t distri-
bution given by (11), it follows that

E [|yt| | xt−1, j] ≤ E
[∣∣yt −

(
a0,j + b′

0,jxt−1
)∣∣ | xt−1, j

]
+
∣∣a0,j + b′

0,jxt−1
∣∣

≤
B(1, α0,j−1

2 )
B(1

2 , α0,j
2 )

γ0,j + |a0,j | + ‖b0,j‖‖xt−1‖.
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Then, by the law of iterated expectations and Condition 4, it follows that E [|yt|] < ∞. Using this fact and
Condition 4, we obtain from (24) that E

[
supθ∈Θ‖∂θ log f(yt|xt−1; θ)‖

]
< ∞.

Next we show that E[| log f(yt|xt−1; θ)|] < ∞ for every θ ∈ Θ. Since
∑J

j=1 gj(xt−1; λ) = 1, gj(xt−1; λ)
∈ (0, 1) and π(yt|xt−1; ζj) > 0 we have

| log(
∑J

j=1 gj(xt−1; λ)π(yt|xt−1; ζj))| ≤ maxj=1,...,J | log(π(yt|xt−1; ζj))|

≤
∑J

j=1 | log(π(yt|xt−1; ζj))|.
(25)

Combining (17), (19) and (25), we conclude that | log f(yt|xt−1; θ)| ≤ L1 + L2|yt| + L3‖xt−1‖ for some
positive constants L1, L2 and L3. Thus, E[| log f(yt|xt−1; θ)|] < ∞ as follows from the fact E[|yt|] < ∞ and
Condition 4. Using the fact that E[| log f(yt|xt−1; θ)|] < ∞ and Condition 3, we obtain that assumption (b)
in Lemma B.2 is satisfied. This completes the proof of Theorem 3.1.

B.3 Proof of Theorem 3.2 (Asymptotic normality of the MLE)

The following standard lemma, which is Theorem 4.1.3 in Amemiya (1985) adopted to our setup, forms the
basis of our proof. Our goal is to utilize the assumptions of Theorem 3.2 to show that all the conditions for
the lemma to be applicable in our setup are satisfied.

Lemma B.3 Let θ̂T be the MLE as defined by (6) and assume the following conditions hold:

(a) θ̂T
P−→ θ0 as T → ∞;

(b) the true parameter θ0 is in the interior of Θ and ∂θ∂θ′ f(yt|xt−1; θ) exists and is a continuous function

of θ in the interior of Θ for all (yt, x′
t−1)′;

(c) for any sequence {θ∗
T }, such that θ∗

T
P−→ θ0 as T → ∞, the probability limit of the matrix sequence

1
T
∑T

t=1 ∂θ∂θ′ log f(yt|xt−1; θ∗
T ) is the finite nonsingular matrix

A(θ0) = E[∂θ∂θ′ log f(yt|xt−1; θ0)];

(d) 1√
T

∑T
t=1 ∂θ log f(yt|xt−1; θ0) D−→ N(0K , B(θ0)) as T → ∞.

Then

√
T (θ̂T − θ0) D−→ N

(
0K , A(θ0)−1B(θ0)A(θ0)−1) as T → ∞.

Under the assumptions of Theorem 3.2, it follows from Theorem 3.1 that assumption (a) in Lemma B.3
is satisfied. It immediately follows from the form of f(yt|xt−1; θ) that assumption (b) in Lemma B.3 is
also satisfied. The following auxiliary lemma, which is Theorem 4.1.5 in Amemiya (1985) adopted to our
framework, provides sufficient conditions for the validity of the first part of assumption (c) in Lemma B.3.

Lemma B.4 Assume that (a) 1
T
∑T

t=1 ∂θi∂θk log f(yt|xt−1; θ) P−→ E[∂θi∂θk log f(yt|xt−1; θ)] uniformly in

θ ∈ Θ where θi and θk are any scalar components of θ; (b) θ0 is an interior point of Θ; (c) θ∗
T

P−→ θ0 as

T → ∞; and (d) E[∂θi∂θk log f(yt|xt−1; θ)] is continuous at θ0. Then

1
T

T∑

t=1

∂θi∂θk log f(yt|xt−1; θ∗
T ) P−→ E[∂θi ∂θk log f(yt|xt−1; θ0)] as T → ∞.
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To apply the lemma above, we need to show that E[|∂θi ∂θk log f(yt|xt−1; θ)|] < ∞ for all θ ∈ Θ and estab-
lish the uniform convergence in probability of 1

T
∑T

t=1 ∂θi∂θk log f(yt|xt−1; θ) to E[∂θi∂θk log f(yt|xt−1; θ)].
Once the finiteness of E[|∂θi∂θk log f(yt|xt−1; θ)|] is shown, we can utilize Condition 3 to obtain that 1

T
∑T

t=1

∂θi∂θk log f(yt|xt−1; θ) converges to E[∂θi∂θk log f(yt|xt−1; θ)] in probability for each θ ∈ Θ. Thus, from
Corollary 2.2 in Newey (1991) and the subsequent discussion (see also Lemma B.2), it follows that, to obtain
the uniform convergence, it suffices to show that E[supθ∈Θ |∂θi ∂θk∂θm log f(yt|xt−1; θ)|] < ∞ for each triple
of scalar components (θi, θk, θm) of θ. To ease the computation of the cross derivatives of the log-likelihood
we write f for f(yt|xt−1; θ), gj for gj(xt−1; λ) and πj for π(yt|xt−1; ζj). Further, define

τj =
gjπj∑J
l=1 glπl

so that τj ∈ (0, 1) and
∑J

j=1 τj = 1. A few lines of straightforward algebra yield that

∂θi log f = φ∗
i ,

∂θi∂θk log f = φ∗
ik − φ∗

i φ∗
k,

∂θi∂θk∂θk log f = φ∗
ikm − φ∗

ikφ∗
m − φ∗

imφ∗
k − φ∗

kmφ∗
i + 2φ∗

i φ∗
kφ∗

m,

(26)

where

φ∗
i = ∂θi f

f =
∑J

j=1 τjφi
j ,

φ∗
ik = ∂θi ∂θk f

f =
∑J

j=1 τjφik
j ,

φ∗
ikm = ∂θi ∂θk ∂θm f

f =
∑J

j=1 τjφikm
j

(27)

and

φi
j = ∂θi log(gjπj),

φik
j = ∂θi∂θk log(gjπj) + [∂θi log(gjπj)][∂θk log(gjπj)],

φikm
j = ∂θi ∂θk∂θm log(gjπj) + [∂θi∂θk log(gjπj)][∂θm log(gjπj)]

+[∂θi∂θm log(gjπj)][∂θk log(gjπj)] + [∂θk∂θm log(gjπj)][∂θi log(gjπj)]

+[∂θi log(gjπj)][∂θk log(gjπj)][∂θm log(gjπj)].

(28)

In order to proceed we require bounds on the partial derivatives of gj and πj . The bounds appear in the
following two lemmas.

Lemma B.5 The following bounds are valid:

(a) |∂θi log gj | ≤ 1 + ‖xt−1‖, for all i and j = 1, . . . , J ;

(b) |∂θi∂θk log gj | ≤ (1 + ‖xt−1‖)2, for all (i, k) and j = 1, . . . , J ;

(c) |∂θi∂θk∂θm log gj | ≤ 2(1 + ‖xt−1‖)3, for all (i, k, m) and j = 1, . . . , J .
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Proof of Lemma B.5. We only consider the case 1 ≤ j ≤ J − 1 since the case j = J follows similarly.
To simplify the calculations we use the notation (1, x′

t−1)′ = zt−1 and (vj , u′
j)′ = ωj . We write zt−1,s

and ωjs to denote the sth elements of zt−1 and ωj respectively, for s = 1, . . . , S + 1. Since log gj =
z′

t−1ωj − log
(

1 +
∑J−1

k=1 ez′
t−1ωk

)
, we have

∂ωks log gj =
(
I[k=j] − gk

)
zt−1,s, k = 1, . . . , J − 1, s = 1, . . . , S + 1

where I denotes the indicator function. Then, part (a) follows since the weights gj lie within (0,1). Moreover,
we have

∂ωmr gk =
(
I[m=k] − gm

)
gkzt−1,r, k, m = 1, . . . , J − 1, r = 1, . . . , S + 1 (29)

implying

∂ωmr ∂ωks log gj = −
(
I[m=k] − gm

)
gkzt−1,rzt−1,s, k, m = 1, . . . , J − 1, s, r = 1, . . . , S + 1

which delivers the conclusion in part (b). Using the expression (29) once again yields

∂ωlq ∂ωmr ∂ωks log gj = −
[(

I[m=k] − gm
) (

I[l=k] − gl
)

−
(
I[l=m] − gl

)
gm
]

gkzt−1,qzt−1,rzt−1,s

for all k, m, l = 1, . . . , J − 1, s, r, q = 1, . . . , S + 1, from which we immediately obtain the bound in part (c).

Lemma B.6 Given that the parameter space Θ is compact, the following bounds are valid:

(a) supθ∈Θ |∂θi log πj | ≤ C1 + C2|yt| + C3‖xt−1‖, for all i and j = 1, . . . , J ;

(b) supθ∈Θ |∂θi∂θk log πj | ≤ D1 + D2‖xt−1‖ + D3‖xt−1‖2, for all (i, k) and j = 1, . . . , J ;

(c) supθ∈Θ |∂θi∂θk∂θm log πj | ≤ F1 + F2‖xt−1‖ + F3‖xt−1‖2 + F4‖xt−1‖3, for all (i, k, m) and j = 1, . . . , J
where Cr , Dr, r = 1, . . . , 3 and Fr, r = 1, . . . , 4 are positive constants.

Proof of Lemma B.6. A quick inspection of the proof of Theorem 3.1 in section B.2 reveals that the
bound in part (a) is valid. In what follows, however, we present all the relevant partial order derivatives up
to order 3 for the sake of completeness. We use the notation zt−1 = (1, x′

t−1)′ and δj = (aj , b′
j)′ and further

denote by zt−1,s and δjs the sth elements of zt−1 and δj respectively, for s = 1, . . . , S + 1. The first order
derivatives are:

∂αj log πj = −
1

2
[Ψ(αj/2) − Ψ((αj + 1)/2)] −

1

2
log
(
1 + (yt − µtj)

2/γ2

j

)
,

∂γj log πj = −
1

γj

+
αj + 1

γj

(yt − µtj)
2/γ2

j

1 + (yt − µtj)2/γ2

j

,

∂δjs log πj =
αj + 1

γj

(yt − µtj)/γj

1 + (yt − µtj)2/γ2

j

zt−1,s.

The second order derivatives are:

∂αj ∂αj log πj = −
1

4

[
Ψ′(αj/2) − Ψ′((αj + 1)/2)

]
, ∂αj ∂γj log πj =

1

γj

(yt − µtj)
2/γ2

j

1 + (yt − µtj)2/γ2

j

,

32



∂αj ∂δjs log πj =
1

γj

(yt − µtj)/γj

1 + (yt − µtj)2/γ2

j

zt−1,s,

∂γj ∂γj log πj =
1

γ2

j

−
αj + 1

γ2

j

(yt − µtj)
2/γ2

j

1 + (yt − µtj)2/γ2

j

[
1 +

2

1 + (yt − µtj)2/γ2

j

]
,

∂γj ∂δjs log πj = −
2(αj + 1)

γ2

j

(yt − µtj)/γj[
1 + (yt − µtj)2/γ2

j

]
2
zt−1,s,

∂δjs∂δjr log πj =
αj + 1

γ2

j

−1 + (yt − µtj)
2/γ2

j[
1 + (yt − µtj)2/γ2

j

]2 zt−1,szt−1,r.

Using the preceding expressions for the second order derivatives, the continuity of the function Ψ′(·), the
fact that max{ x2

1+x2 , x
1+x2 } ≤ 1 for all x > 0, and the compactness of Θ, we conclude that the bound in part

(b) is valid. The third order derivatives are:

∂αj ∂αj ∂αj log πj = −
1

8

[
Ψ′′(αj/2) − Ψ′′((αj + 1)/2)

]
, ∂αj ∂αj ∂γj log πj = 0, ∂αj ∂αj ∂δjs log πj = 0,

∂αj ∂γj ∂γj log πj = −
1

γ2

j

(yt − µtj)2/γ2

j

1 + (yt − µtj)2/γ2

j

[
1 +

2

1 + (yt − µtj)2/γ2

j

]
,

∂αj ∂γj ∂δjs log πj = −
2

γ2

j

(yt − µtj)/γj[
1 + (yt − µtj)2/γ2

j

]2 zt−1,s,

∂αj ∂δjs ∂δjr log πj =
1

γ2

j

−1 + (yt − µtj)2/γ2

j[
1 + (yt − µtj)2/γ2

j

]2 zt−1,szt−1,r ,

∂αj ∂γj ∂δjs log πj = −
2

γ2

j

(yt − µtj)/γj[
1 + (yt − µtj)2/γ2

j

]2 zt−1,s,

∂γj ∂γj ∂γj log πj = −
2

γ3

j

+
2(αj + 1)(yt − µtj)2/γ2

j

γ3

j + γj(yt − µtj)2


1 +

1

1 + (yt − µtj)2/γ2

j

+
4

[
1 + (yt − µtj)2/γ2

j

]
2


 ,

∂γj ∂γj ∂δjs log πj = −2(αj + 1)
(yt − µtj)

2/γ2

j

1 + (yt − µtj)2/γ2

j

[
1 −

2

1 + (yt − µtj)2/γ2

j

]
zt−1,s,

∂γj ∂δjs ∂δjr log πj =
2(αj + 1)

γ3

j

1 − 3(yt − µtj)2/γ2

j[
1 + (yt − µtj)2/γ2

j

]3 zt−1,szt−1,r ,

∂δjs ∂δjr ∂δjq log πj =
−2(αj + 1)

γ3

j

(yt − µtj)/γj

1 + (yt − µtj)2/γ2

j

3 − (yt − µtj)2/γ2

j[
1 + (yt − µtj)2/γ2

j

]2 zt−1,szt−1,rzt−1,q.

Using the preceding expressions for the third order derivatives and repeating the reasoning above we obtain
that the bound in part (c) is also valid.

Lemma B.7 Let Condition 5 and assumption (d) of Theorem 3.2 be in effect and assume Θ is compact.

Then, for every triple (θi, θk, θm) of components of the parameter vector θ, we have

E[supθ∈Θ |∂θi∂θk log f(yt|xt−1; θ)|] < ∞, E[supθ∈Θ |∂θi∂θk∂θm log f(yt|xt−1; θ)|] < ∞.
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Proof of Lemma B.7. We only derive the result for the third order derivative. The argument for the
second order derivative is identical and actually requires only E[‖xt‖2] < ∞. Using the fact that τj ∈ (0, 1),
expressions (26), (27), (28) and Lemmas B.5 and B.6, we conclude that supθ∈Θ |∂θi∂θk∂θm log f(yt|xt−1; θ)|
is bounded by a polynomial consisting of terms of the form C|yt|p‖xt−1‖q where C ≥ 0 and p, q are nonnega-
tive integers such that p+q ≤ 3. Under assumption (d) of Theorem 3.2, the third absolute central conditional
moment, given xt−1, of yt is finite. Indeed, imitating the last step in the proof of Theorem 3.1, it is easily
shown that E[|yt|p | xt−1] ≤ cp + c′

p‖xt−1‖p where p ≤ 3 and cp, c′
p are some positive constants. Thus, by

the law of iterated expectations, we have that E[|yt|p‖xt−1‖q] is bounded by a positive affine combination of
terms of the form E[‖xt−1‖r] where r ≤ 3. Finally, applying Condition 5, which states that E[‖xt‖3] < ∞,
delivers the desired conclusion.

Since E[supθ∈Θ |∂θi∂θk log f(yt|xt−1; θ)|] < ∞ (Lemma B.7) and ∂θi∂θk log f(yt|xt−1; θ) is continuous
in θ, the dominated convergence theorem implies that E[∂θi∂θk log f(yt|xt−1; θ)] is continuous at θ0. Thus,
Lemma B.7 allows us to apply Lemma B.4 to obtain that the first part of assumption (c) in Lemma B.3 is
satisfied. The next lemma guarantees the validity of the second part of assumption (c) in Lemma B.3.

Lemma B.8 Under Conditions 1 and 2, the matrix

M0 ≡ E[∂θ log f(yt|xt−1; θ0)∂θ′ log f(yt|xt−1; θ0)]

is nonsingular.

The proof of Lemma B.8 uses the following auxiliary lemma, the proof of which follows by using arguments
similar to those made in the proof of Lemma 2.1.

Lemma B.9 Under Condition 2,
⋃J

j=1{π(y; ηj), ∂µπ(y; ηj), ∂γπ(y; ηj), ∂απ(y; ηj)} is a set of linearly in-

dependent functions of y where ηj = (µj , γj , αj)′, j = 1, . . . , J .

Proof of Lemma B.8. Assume that conclusion of the lemma does not hold. Then, there exists nonzero
vector e = ((c′

1, p1, r1), . . . , (c′
J , pJ , rJ), d′

1, . . . , d′
J−1)′ ∈ RK where cj ∈ RS+1, pj , rj ∈ R, j = 1, . . . , J ,

dj ∈ RS+1, j = 1, . . . , J − 1, such that

e′E[∂θ log f(yt|xt−1; θ0)∂θ′ log f(yt|xt−1; θ0)]e = 0,

which is equivalent to e′∂θ log f(yt|xt−1; θ0) = 0 with probability 1. Since f(·|·; ·) is always positive,
this translates to e′∂θf(yt|xt−1; θ0) = 0 with probability 1. Let us write gj for gj(xt−1; λ0) and πj for
π(yt|xt−1; ζ0,j) where

θ0 = ((δ′
0,1, γ0,1, α0,1), . . . , (δ′

0,J , γ0,J , α0,J), ω′
0,1, . . . , ω′

0,J−1) ≡ (ζ ′
0,1, . . . , ζ ′

0,J , λ′
0)′.

Then, almost everywhere, we have
∑J

j=1
(
gj [e′∂θπj ] + πj [e′∂θgj ]

)
= 0 or

J∑

j=1

gj
[
(c′

jzt−1)∂µtj πj + pj∂γj πj + rj∂αj πj
]

+
J∑

j=1

J−1∑

k=1

[d′
k∂ωk gj]πj = 0

34



where µtj = δ′
0,jzt−1 and zt−1 = (1, x′

t−1)′. Since xt−1 has a positive density on X with respect to Lebesgue
measure and the function π(y; µ, γ, α) along with its derivatives with respect to µ, γ and α are continuous
functions of the vector (y, µ), it follows that

∑J
j=1[gj(x; λ0)(c′

jz)]∂µπ(y; δ′
0,jz, γ0,j , α0,j) +

∑J
j=1 [gj(x; λ0)pj ] ∂γπ(y; δ′

0,jz, γ0,j , α0,j)

+
∑J

j=1[gj(x; λ0)rj ]∂απ(y; δ′
0,jz, γ0,j , α0,j)

+
∑J

j=1
∑J−1

k=1 [d′
k∂ωkgj(x; λ0)]π(y; δ′

0,jz, γ0,j , α0,j) = 0

for all (y, x) ∈ R × X where z = (1, x′)′. Thus, using Lemma B.9, we obtain that, for all j = 1, . . . , J ,
c′

jz = 0 for all x ∈ X, pj = rj = 0 and
∑J−1

k=1 d′
k∂ωkgj(x; λ0) = 0. Using Lemma 2 in Jiang and Tanner

(2000), we obtain from the last equality that d′
kz = 0 for all k and all x ∈ X. Since X is an open subset of

RS , this implies dk = 0S+1, k = 1, . . . , J − 1. Analogously we obtain cj = 0S+1, j = 1, . . . , J . Thus, we have
the contradiction that e is the zero vector and so the proof is complete.

To complete the proof of Theorem 3.2, we need to show that assumption (d) in Lemma B.3 is satisfied
with B(θ0) = E[∂θ log f(yt|xt−1; θ0)∂θ′ log f(yt|xt−1; θ0)]. For this purpose, we use an appropriate central
limit theorem for multivariate dependent random sequences. Let κ be any nonzero vector in RK and define
Ut = κ′∂θ log f(yt|xt−1; θ0). Since we assume that the model is correctly specified and the true parameter
value is θ0, it follows by the standard likelihood argument that E[∂θ log f(yt|xt−1; θ0)|xt−1] = 0K and
B(θ0) = −A(θ0) = I(θ0). Let Ft = σ(ys, xs : s ≤ t) so that Ut is adapted to the filtration {Ft} and
E[Ut|Ft−1] = 0. Thus, {Ut, Ft} is a martingale difference sequence. Further, the first part of Condition
3 implies that Ut is stationary. The variance of Ut is σ2

U = κ′B(θ0)κ. The finiteness and nonsingularity
of B(θ0), established in Lemma B.8, implies that 0 < σ2

U < ∞. Using the second part of Condition 3
we now obtain 1

T
∑T

t=1 U2
t

P−→ σ2
U as T → ∞. Moreover, using expressions (26), (27), (28) and Lemmas

B.5(a) and B.6(a) along with Condition 5, we conclude that E[‖∂θ log f(yt|xt−1; θ0)‖3] < ∞ which, in turn,
implies E[|Ut|3] < ∞. Applying the central limit theorem for martingale differences (see Corollary 5.26
in White (2001)) then yields 1√

T

∑T
t=1 Ut

D−→ N(0, κ′B(θ0)κ). According to the Cramer-Wold theorem
(see Theorem 25.5 in Davidson (1994)), we then have that assumption (d) in Lemma B.3 is satisfied with
B(θ0) = E[∂θ log f(yt|xt−1; θ0)∂θ′ log f(yt|xt−1; θ0)]. Thus, the proof of Theorem 3.2 follows from applying
Lemma B.3 and using the fact B(θ0) = −A(θ0) = I(θ0).
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